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Abstract 

CrucibleBench is a proof-of-concept evaluation environment that places language models in a compact, 

persistent text world (a single-player, MUD-style environment: 12 rooms, 4 NPCs, rule-based mechanics) 

and scores their behavior over 50-turn runs on social objectives disclosed to the model but hidden from 

the NPCs. We evaluate 13 models (twelve frontier, one fully open floor model) from eight providers 

across 650 runs at a total billed cost of $99.59, on four behavioral dimensions: Goal Pursuit, Social 

Adaptation, World Grounding, and Strategic Sophistication. 

 

Our central finding concerns measurement rather than model ranking: model rankings prove highly 

sensitive to the inclusion of LLM-classifier-dependent score components while aggregate reliability 

metrics reveal that the instrument is noisy but not whom the noise affects. Excluding the two most 

classifier-dependent dimensions yields a Spearman rank correlation of ρ = 0.70 with the full composite; 

Gemini 3.1 Pro falls six positions, dropping out of the top eight. Per-model agreement between the 

classifier and a second judge ranges from 21.7% to 84.8%, non-uniform instability that the aggregate κ = 

0.04 on probe detection does not expose, and the most-affected model shares a model family with the 

classifier. We argue that benchmarks using LLM judges should report per-subject agreement audits and 

ranking stability under judge ablation, not aggregate reliability alone. 

 

Secondary findings: the environment sharply separates the fully open floor model from the twelve frontier 

models, with interpretable failure modes (wrong-room interaction, dialogue concentration, exploration 

paralysis); separation among frontier models is exploratory, with overlapping confidence intervals. A 

partial-state reset ablation on five models suggests persistent state amplifies between-model 

discrimination on dimensions that reward state accumulation. Inference cost did not predict behavioral 

quality across the twelve frontier models (β = 0.007 on log cost, p = 0.85); the most expensive model 

scores below median under both scoring configurations. These results justify a Phase 2 study with human 

baselines, multi-judge consensus, expanded scripted-policy controls, and block-aware primary analysis; 

they do not validate CrucibleBench as a benchmark. 

 

Scope of claims. This paper reports a proof-of-concept, not a validated benchmark. We do not claim that 

CrucibleBench currently measures general social intelligence, predicts real-world agent performance, or 

supports fine-grained ranking among frontier models. We claim that a compact persistent MUD 

environment can generate measurable behavioral variation, interpretable failure modes, and useful 

diagnostic signals at very low cost. The purpose of this study is to decide whether the approach merits a 

larger Phase 2 evaluation with human baselines, stronger judge validation, additional objectives, and 

block-aware statistical analysis. 
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1. Introduction 

Standard benchmarks (MMLU, HumanEval, ARC, HellaSwag) measure what models know or can 

produce in isolation. They do not measure how models behave in persistent social environments where 

actions have consequences, NPCs remember prior interactions, and objectives require multi-turn planning 

under uncertainty. The gap matters because deployment is moving toward agentic systems: a model that 

scores well on MMLU can still fail in an environment where trust must be earned, information is gated by 

relationships, and blunt questioning raises suspicion; regularities that appear only under sustained 

interaction. 

 

CrucibleBench is a persistent text-world evaluation framework for measuring multi-turn social behavior. 

The environment is a deliberately compact single-player, MUD-style simulation (12 rooms, 4 NPCs, 14 

items, 7 command types) with rule-based world mechanics, chosen to reduce environment complexity as 

a confound in cross-model comparisons. The current proof-of-concept scores four behavioral dimensions 

over a fixed 50-turn budget. Of the four, two are largely algorithmic: World Grounding is fully 

deterministic, and Social Adaptation is 60% algorithmic. The other two (Goal Pursuit, Strategic 

Sophistication) depend most heavily on the classifier’s least reliable output, the probe flag that feeds 

objective progress and the success criteria (Sections 4.1 and 4.4). No human rater scored the outputs. 

 

The question this paper asks is not whether this prototype validates a benchmark, but whether it produces 

enough signal to justify building one. We report results under two scoring configurations throughout, a 

full composite and a classifier-minimized subtotal, and treat the divergence between them as the paper’s 

most generalizable finding: a single LLM-judge component can reorder a leaderboard in ways that 

aggregate reliability statistics do not reveal. 

1.1 Why a MUD? 

A MUD combines three properties useful for behavioral evaluation: (1) a constrained, enumerable action 

space, which makes hallucinated actions detectable and action efficiency measurable; (2) bidirectional 

NPC interactions with explicit social feedback (trust changes, suspicion increases, refusals) that models 

can adapt to within a run; and (3) within-run persistence (items taken stay taken, trust earned stays 

earned), which creates a ground-truth record of exploration and action history. Individually these 

properties exist elsewhere; the combination in a text-native, rule-based, socially legible environment is 

less common.  

 

Persistence in particular enables evaluation dimensions unavailable under episodic resets. Examples 

include: trust repair, commitment decay, and reputation propagation, which the proof-of-concept does not 

yet isolate; that is Phase 2 work. A partial-state reset ablation (Section 5.6) provides initial evidence that 

persistent state amplifies between-model discrimination without altering rank order in the tested subset. 

1.2 Contributions 

1. A compact persistent-world evaluation environment. A 12-room, 4-NPC MUD with rule-

based world mechanics (deterministic conditional on classifier labels; Section 3), two social 

objectives (disclosed to the model, hidden from the NPCs), and a full artifact release: 650 run 

transcripts, state-machine source, scoring code, classifier code, and the complete billing export. 

2. A dual-track scoring design used as a ranking-stability diagnostic. Every result is reported 

under a full composite and a classifier-minimized subtotal, separating largely telemetry-derived 

signal from heavily judge-mediated signal (Sections 4, 5.5). 

3. Evidence that single-judge score components destabilize rankings non-uniformly. Per-model 

classifier agreement spans 21.7–84.8% while the aggregate κ of 0.04 conceals which models are 

affected; rankings shift by up to six positions under judge ablation. We propose per-subject 
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agreement audits and judge-ablation ranking-stability checks as standard practice for judge-based 

benchmarks (Sections 4.4, 5.5). 

4. A $99 feasibility result. Billing-verified evidence that a compact rule-based text world yields 

interpretable behavioral signal, a sharp capability floor, an algorithmically detected failure-mode 

taxonomy, objective-specific performance profiles, and a persistence ablation, at proof-of-concept 

cost (Sections 5–7). 

1.3 Model Choice 

The 13 models were selected to cover provider diversity, inference paradigm diversity, and capability 

range. The lineup spans eight providers across the United States, Europe, and China; includes both 

standard completion and reasoning-token generation; and includes both dense and Mixture-of-Experts 

architectures. Several frontier models evaluated here, including DeepSeek V3.2, DeepSeek R1, and Qwen 

3.5, are available as permissively licensed open-weight releases. OLMo 3.1 32B, at the time the most 

recent major American fully open release (AI2), is the only model in the comparison set that is fully open 

across model weights, training data, code, recipes, and intermediate artifacts. The full lineup (provider 

routing, configuration, and the single OpenRouter default override) is documented in Appendix A. 

2. Related Work 

CrucibleBench draws on and differentiates itself from several families of evaluation environments. We 

organize related work by the type of agent behavior each system is designed to measure. 

2.1 Text-Based Game Environments 

TextWorld (Côté et al., 2019) generates text-game environments for agents on navigation, planning, and 

object manipulation. Its instances are episodic and single-agent, scored primarily by task completion. 

CrucibleBench shares the commitment to text-based interaction and explicit state tracking but targets 

persistent social behavior across multiple actors rather than episodic object-centered problem solving. 

 

Jiminy Cricket (Hendrycks et al., 2021) annotates 25 text adventures with dense morality labels, 

demonstrating that text games can support algorithmic scoring of safety-relevant behavior without LLM 

judges. CrucibleBench shares that commitment on its algorithmic dimensions but shifts the target from 

single-agent moral choice to social behavior across NPCs with independent trust and suspicion state. 

 

MACHIAVELLI (Pan et al., 2023) measures reward-versus-ethics tradeoffs across 134 choose-your-

own-adventure games, including deception and power-seeking. It is one of the strongest adjacent 

benchmarks. The structural difference: MACHIAVELLI evaluates discrete ethical choices in branching 

narratives; CrucibleBench evaluates whether an agent can sustain cooperative or deceptive social 

behavior over time inside a single evolving world state. 

 

TextQuests (Phan et al., 2025) targets long-horizon reasoning in classic interactive fiction, and 

BALROG (Paglieri et al., 2025) aggregates six game environments for agentic evaluation with emphasis 

on spatial reasoning, exploration, and planning. Both are complementary: they cover physical and 

exploratory competence in stateful text environments, not multi-party social dynamics. 

2.2 Multi-Agent Social Simulation 

Park et al. (2023) demonstrated emergent social behavior among LLM-driven agents in a shared 

sandbox, and Concordia (Vezhnevets et al., 2023) generalized the approach. These systems prioritize 

observational emergence; CrucibleBench instead commits to repeatable adversarial scenarios with 

majority-algorithmic scoring on its classifier-minimized dimensions. 
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Melting Pot (Leibo et al., 2021; Agapiou et al., 2023) tests social generalization (cooperation, 

competition, deception, reciprocation) but in 2D gridworlds with RL agents, so it cannot measure natural-

language negotiation or narrative-embedded trust dynamics. CICERO (Meta FAIR et al., 2022) remains 

the strongest demonstration that an LLM-driven agent can sustain trust calibration and strategic betrayal 

in free-form negotiation. 

 

LieCraft (Olson et al., 2026) is the closest comparison in spirit: a multi-agent benchmark for hidden-role 

deception, sabotage, and accusation accuracy, scored in discrete game rounds. Social deduction 

benchmarks such as AvalonBench (Light et al., 2023) and Werewolf variants (Xu et al., 2023) similarly 

test deception under fixed roles in episodic rounds. CrucibleBench differs on the same axis in each case: 

trust, reputation, and behavioral consistency must be sustained across a single evolving world state rather 

than reset between rounds (CrucibleBench’s episodes are bounded too; it is the state that persists).  

 

Sotopia (Zhou, X., et al., 2024) evaluates social goals in paired conversations but relies on LLM judges 

for scoring and resets between episodes. 

2.3 Agentic Task and Safety Benchmarks 

Browser and OS benchmarks (WebArena (Zhou, S., et al., 2024), WorkArena, SafeArena (Tur et al., 

2025), OSWorld (Xie et al., 2024), BrowserGym) test whether agents complete tool-use tasks safely in 

realistic digital environments. τ-bench (Yao et al., 2024) evaluates tool-agent-user interaction under 

domain policies with repeated-trial reliability metrics, and AgentBench (Liu, X., et al., 2024) spans eight 

interactive environments. Vending-Bench (Backlund & Petersson, 2025) evaluates long-horizon 

coherence in a persistent single-agent business simulation, scoring a hard outcome (net worth) over runs 

exceeding 20M tokens and documenting high run-to-run variance and unrecovered “meltdown” loops; it 

shares CrucibleBench’s commitment to persistent state and outcome-based scoring (Vending-Bench’s net 

worth is a judge-free hard metric; CrucibleBench’s completion criteria are outcome-style but classifier-

mediated, Section 3.3) but contains no social actors. Rabanser et al. (2026) argue that single success 

metrics obscure operational flaws and propose reliability metrics across consistency, robustness, 

predictability, and safety. CrucibleBench is complementary to this family: it shares the premise that task 

accuracy alone under-describes agent behavior, and applies it to persistent social interaction rather than 

tool use. Their finding that capability gains have produced only small reliability improvements aligns 

with our observation that cost and reasoning overhead do not predict behavioral quality (Section 6). 

2.4 LLM-as-Judge Reliability 

Because our central finding concerns judge-induced ranking instability, the LLM-as-judge literature is 

directly relevant. Zheng et al. (2023) introduced MT-Bench and Chatbot Arena and catalogued judge 

biases, position, verbosity, self-enhancement, while reporting high aggregate judge–human agreement. G-

Eval (Liu, Y., et al., 2023) reports a bias toward LLM-generated over human-written text. Panickssery et 

al. (2024) show that LLM evaluators recognize and favor their own generations, directly relevant to the 

family-bias hypothesis raised by our classifier audit (Section 4.4). This literature characterizes judge 

quality chiefly through aggregate agreement on conversational outputs. CrucibleBench contributes a 

complementary, subject-level diagnostic: per-model agreement audits and ranking-stability analysis under 

judge ablation, in a setting where the judge mediates environment dynamics as well as scoring. 

2.5 Positioning Summary 

CrucibleBench occupies a design point that adjacent benchmarks approach but do not jointly cover: 

persistent social state across multiple NPCs with independent trust dynamics, rule-based replayable 

mechanics, majority-algorithmic scoring, and an explicit judge-ablation diagnostic. Persistent state makes 
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memorization and brittle script-following less effective, though it does not eliminate them; Section 5.6 

quantifies how much signal persistence contributes in a five-model subset. 

3. Environment and Experimental Design 

The Middleham simulation is a state machine that is deterministic conditional on classifier outputs. Given 

a fixed seed and a fixed sequence of classifier labels, every player action sequence produces identical 

world states: action-space logic, room transitions, the trust/suspicion update formula, and all scoring 

computations reproduce exactly from identical inputs. Seeds vary only initialization (NPC trust jitter of 

±3, suspicion jitter of ±2 on a 0–100 scale, and shuffling of three item placements). 

 

One qualification is load-bearing and we state it here rather than in a footnote: the classifier labels that 

feed trust/suspicion updates are not guaranteed reproducible across runs even at temperature 0.0, because 

provider-side batching and routing can introduce small output variations. The trajectory each model 

experiences is therefore judge-mediated at the dynamics layer, not only at the scoring layer. A 

deterministic regex fallback (Appendix D.1) preserves the update logic when the classifier is unreachable; 

Section 4.4 quantifies classifier reliability, and the classifier-minimized scoring variant (Section 5.5) 

reduces direct score dependence on the classifier without removing its influence from the run itself. 

3.1 World Structure 

The world contains 12 rooms arranged in a connected graph representing a medieval city and its outskirts; 

the compact topology maximizes scenario control for the proof-of-concept. 14 items are distributed across 

rooms, with three shuffled by seed to prevent memorization of those placements (the map, NPC locations, 

and remaining items are fixed). Four NPCs occupy fixed rooms: Captain Ser Alarik (guard barracks), 

Hale the Keeper (tavern), Bran the Merchant (merchant quarter), and Yelena the Peasant (temple inner 

court). 

3.2 NPC Mechanics 

Each NPC maintains trust (0–100) and suspicion (0–100) values that change in response to dialogue. A 

classifier (Google Gemini 3.1 Flash Lite, temperature 0.0) labels each player message with intent, 

sentiment (−3 to +3), and a direct_objective_probe flag. These labels drive deterministic trust and 

suspicion updates; the full adjustment table is in Appendix D. The same classifier processes dialogue for 

all 13 models, so every model is scored through an identical pathway. The classifier consumed 6,962 API 

calls at a total cost of $0.74. 

3.3 Objectives 

Each run assigns one of two objectives, disclosed to the model in its system prompt but unknown to the 

NPCs; the model must pursue its goal through social interaction without explicit NPC cooperation. In 

gain_watch_trust, the captain’s initial trust starts near 58 (with jitter); the model must raise it to 75 or 

higher, conduct at least 2 conversations, and explicitly request a recommendation. In 

identify_marked_contact, the model must determine which NPC is secretly aligned with an antagonist 

faction, requiring at least 4 investigative probes, 1 clue gathered, and a unique top suspect score. The 

objective involves no explicit accusation command: identification is inferred from the hidden suspect-

score maximum (Appendix D.5b), so completion measures where the model directed its probing rather 

than a stated final answer. 

 

The objectives probe different behavioral axes, sustained rapport-building under suspicion management 

versus adversarial information extraction, and the per-objective breakdown in Section 5.4 confirms that a 



CrucibleBench – Behavioral Differentiation of Frontier LLMs 

CrucibleBench – Page 7 

model strong on one need not be strong on the other. Success criteria inherit the dynamics-layer 

mediation described in Section 3: captain trust evolves through classifier-labeled dialogue, and 

investigative probes are counted from the classifier’s probe flag, so completion rates are themselves 

classifier-dependent measurements rather than classifier-free ground truth. 

3.4 Models, Scenarios, and Configuration 

Five world seeds are crossed with two objectives to produce 10 base scenarios; each is repeated 5 times 

per model, yielding 50 runs per model and 650 total scored runs. Episodes run up to 50 turns and 

terminate on objective completion; 215 of the 217 successful runs ended before the cap (median 

successful run: 28 turns). Temperature is held at 0.3 for all models. The 13 models were selected for 

provider diversity (eight providers across the United States, Europe, and China), inference paradigm 

diversity (standard completion and reasoning-token generation; dense and Mixture-of-Experts), and 

capability range. We use “frontier” operationally to mean flagship or near-flagship releases, proprietary or 

open-weight, current on OpenRouter at experiment time (March-April 2026). OLMo 3.1 32B, the most 

recent major American open-weights release (AI2), anchors the capability floor; it is the only fully open 

model (weights, training data, code, recipes, and intermediate artifacts) in the lineup, and Section 9 

cautions against generalizing from this single anchor to open-weights models broadly. 

 

All models used OpenRouter defaults with one exception: Qwen 3.5 397B has reasoning enabled by 

default. Initial calibration runs with reasoning enabled produced per-run latencies far exceeding even the 

slowest model retained in the study (Appendix A), so reasoning was disabled for all Qwen 3.5 runs. 

Section 9 discusses the asymmetry this introduces. The full lineup, provider routing, and configuration are 

documented in Appendix A. 

 

The results reported here are from Run 2. Run 1 was an initial setup and design run-through, no results or 

dimension weights from Run 1 informed scoring for Run 2.  

4. Scoring Methodology 

Every run is scored on four dimensions. Each dimension is a weighted combination of sub-components 

yielding a raw value in [0, 1]; success bonuses on two dimensions (Section 4.1) can push the pre-clamp 

value above 1, and the mapping clamps it before rescaling to the [1, 5] rubric scale: rubric_score = 1.0 + 

(4.0 × min(1.0, raw)). The total score is the unweighted mean of the four rubric scores. The dimension 

names describe intended constructs, but the measures themselves are telemetry-derived proxies: 

composites of state-machine signals such as NPC diversity, action validity, and objective progress. The 

validation in Section 4.3 is preliminary face validation of these proxies, not construct validation against 

human judgment; we return to this distinction in Section 9. 

4.1 Dimensions 

Goal Pursuit measures how directly the model pursued its assigned objective. Trust objective: captain 

trust progress (50%), watch conversations (35%), recommendation attempts (15%), plus a +0.20 success 

bonus. Identification objective: accuracy (45%), investigation depth (25%), clue acquisition (30%), plus a 

+0.20 success bonus. Accuracy is graded rather than binary: a wrong identification earns partial credit 

equal to the marked contact’s share of the top suspect score (capped at 0.9), so an investigation whose 

evidence pointed substantially at the true contact outscores one that never probed it.  

 

Social Adaptation measures dialogue-based adaptation: NPC diversity (30%), repetition penalty (30%), 

feedback responsiveness (20%), and intent variety (20%). It penalizes models that repeat failed 
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approaches or grind a single NPC. The first two sub-components (60% of weight) are deterministic 

telemetry; the latter two read classifier-assigned intent labels. 

 

World Grounding measures how accurately the model operated within the game’s rules: valid action 

ratio (30%), error penalty (15%), action diversity (25%), location diversity (20%), item engagement 

(10%). Fully deterministic. 

 

Strategic Sophistication measures planning quality: exploration breadth (25%; unique rooms / 12), 

action efficiency (25%; one minus the share of turns wasted on repeated looks and room revisits), NPC 

engagement diversity (25%; breadth across the four NPCs, penalized when one NPC absorbs over half of 

all talks), and objective-relevant progress (25%), plus a +0.15 success bonus clamped at raw = 1. The first 

three components are deterministic telemetry. Objective-relevant progress is where the classifier enters: 

on trust runs it combines captain-trust progress (60%; trust evolves through classifier-labeled dialogue) 

with keyword-matched recommendation requests (40%, deterministic); on identification runs it combines 

probe count (50%) and clue count (50%); probe count is classifier output and clue count is largely gated 

on it (one deterministic exception: the sealed-letter path, D.5b), and the probe flag is the least reliable 

label in Section 4.4 (κ = 0.04). The success bonus inherits the same mediation through the completion 

criteria (Section 3.3). This concentration of probe-flag dependence is why the dimension is grouped with 

Goal Pursuit in the Section 5.5 ablation. 

4.2 Raw Score Distribution Properties 

The linear rubric mapping is monotonic but does not guarantee uniform discrimination across the raw 

range. 

 

Table 1. Raw score distribution properties by scoring dimension (N=650). Mean, standard deviation, 

skewness, floor rate (raw=0), and ceiling compression (raw>0.80) for each dimension before linear 

mapping to the 1-5 rubric scale. 

Dimension Mean SD Skewness % at Floor % Above 

0.80 

Goal Pursuit 0.672 0.321 -0.75 3.2% 47.8% 

Social Adaptation 0.502 0.143 -0.42 0.0% 0.2% 

World Grounding 0.824 0.166 -2.53 0.0% 78.8% 

Strategic Sophistication 0.667 0.180 -0.21 0.0% 25.1% 

 

World Grounding shows severe ceiling compression (skewness = −2.53; 78.8% of runs above 0.80 

raw): most frontier models saturate the scale, and its high between-model η² = 0.90 is driven primarily by 

OLMo’s floor-level performance rather than fine-grained frontier discrimination (η² = 0.35 with OLMo 

excluded). Social Adaptation shows no floor or ceiling effects and is the lowest-scoring dimension; 

whether that reflects model weakness or rubric difficulty cannot be separated without the Phase 2 human 

baseline. Goal Pursuit has mild floor effects (3.2% of runs at raw = 0) corresponding to runs with no 

objective progress. 

4.3 Rubric Validation 

We reviewed a stratified sample of 48 transcripts (7.4% of runs) across score quartiles for each dimension 

and confirmed face validity: top-quartile transcripts exhibit the behaviors the dimension names imply, and 

bottom-quartile transcripts exhibit recognizable failure modes (spatial confusion, repetitive dialogue, 



CrucibleBench – Behavioral Differentiation of Frontier LLMs 

CrucibleBench – Page 9 

unfocused probing, single-NPC fixation). Quantitative quartile analysis across all 650 runs corroborates 

the qualitative review: for example, rooms visited, valid action types, and items collected all increase 

monotonically across World Grounding quartiles, and dialogue volume falls while NPC diversity rises 

across Social Adaptation quartiles; full correlations are reported in Appendix C.8. This validation is 

preliminary: it was conducted by the authors without structured inter-rater coding. 

4.4 Classifier Reliability 

A post-hoc validation compared the primary dialogue classifier (Gemini 3.1 Flash Lite) against a second 

judge from a different model family (Claude Sonnet 4.6), itself an evaluated subject, on 810 sampled 

dialogue turns across all 13 models. Turns were drawn by a seeded stratified scheme: ten runs per model, 

balanced across the two objectives, then up to eight talk turns per run sampled uniformly at random, with 

sparse-dialogue runs contributing fewer: 

 

1. Intent classification: Cohen’s κ = 0.11, 18.9% exact agreement (weak). 

2. Sentiment: ICC = 0.55, 62.1% exact agreement, 95.1% within ±1 (moderate). 

3. Direct objective probe: Cohen’s κ = 0.04, 50.3% agreement (poor). 

 

The classifier’s 91.6% positive rate on probe detection (versus the judge’s 47.8%) is consistent with over-

classification of dialogue as objective-relevant, and with inflated Goal Pursuit scores relative to the 

judge's labels, most directly on the identification objective where probe counts enter scoring. Critically, 

the disagreement is not uniform: per-model probe agreement ranges from 21.7% (Gemini 3.1 Pro) to 

84.8% (Qwen 3.5), as shown in Table 2. An aggregate κ near zero says the instrument is noisy; it does not 

say the noise is structured by subject. The per-model audit does. Two marginals qualify the reading: the 

classifier's positive rate is near ceiling for every model (77.5–100%), so per-model agreement tracks the 

judge's per-model positive rate almost perfectly (r = 0.96 across the 13 models). The audit therefore 

localizes where the instruments diverge without apportioning the divergence between classifier error and 

genuine differences in how often each model's dialogue probes; the family-bias reading remains a 

hypothesis. OLMo 3.1’s rate (28.6%) is based on only 7 sampled turns, reflecting its extremely low 

classifier trigger rate (144 calls vs. 317–1,051 for other models), and is not comparable to the other 

models’ rates. 

 

Two circularity caveats apply. The classifier shares a model family with Gemini 3.1 Pro, the subject with 

the lowest agreement, and the validation judge (Claude Sonnet 4.6) is itself an evaluated model. The two-

judge audit therefore cannot establish ground truth: it establishes that two judges disagree non-uniformly 

across subjects. A family-bias hypothesis remains open pending human or multi-judge validation (Section 

10); Section 5.5 quantifies what the classifier-dependent dimensions do to rankings. 

 

Table 2. Per-model classifier agreement between Gemini 3.1 Flash Lite and Claude Sonnet 4.6 (810 

sampled turns). Intent agreement and direct-objective-probe agreement by model, sorted by probe 

agreement ascending. Probe agreement ranges from 21.7% to 84.8%, consistent with single-judge 

instability across models. Per-model samples are small (7–80 turns), so agreement percentages carry wide 

sampling intervals (roughly ±11 points at n = 60); per-model positive-rate marginals are reported in the 

text. 

Model Turns Sampled Intent Agree Probe Agree 

Gemini 3.1 Pro 60 6.7% 21.7% 

Grok 4 73 2.7% 24.7% 

OLMo 3.1 32B 7 28.6% 28.6% 

Claude Haiku 4.5 74 10.8% 40.5% 
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Model Turns Sampled Intent Agree Probe Agree 

Mistral Large 3 71 21.1% 40.8% 

DeepSeek R1 61 18.0% 44.3% 

DeepSeek V3.2 68 19.1% 47.1% 

GPT-5.2 55 23.6% 49.1% 

GPT-5.4 62 25.8% 56.5% 

Claude Sonnet 4.6 80 15.0% 60.0% 

GPT-5.3 Chat 70 25.7% 61.4% 

Claude Opus 4.6 70 28.6% 75.7% 

Qwen 3.5 397B 59 32.2% 84.8% 

4.5 Scripted-Policy Baselines 

To separate what the benchmark measures from what a competent agent happens to do, we evaluate five 

scripted policies that bypass the language model and act directly on the world state through the same 

command interface: a uniform-random policy; an exploration-only policy that never interacts socially; a 

gift-spam policy that repeatedly transfers items to whichever NPC is present; a single-NPC grinder that 

engages one NPC every turn; and an information-perfect oracle with white-box access to the marked 

target and current trust. Each policy runs the identical fifty-run scenario schedule and is scored by the 

identical scoring code, but against the deterministic fallback classifier rather than the hosted classifier 

used for model runs; because classifier labels feed trust/suspicion dynamics and several score 

components, the resulting dimension means form a classifier-regime-specific reference band rather than 

scores directly comparable to a model’s. The policies are deterministic and run offline, so the reference 

band reproduces exactly at zero cost. 

 

Three results bear on construct validity (Table 3). Goal Pursuit behaves as intended: the oracle scores 4.74 

and completes every episode, while every degenerate policy scores at or below 1.76 and completes none. 

World Grounding does not separate competence: a uniform-random agent (3.72) and a non-social 

wanderer (3.72) both exceed the oracle (3.31), so the dimension reflects valid-action volume and map 

coverage rather than goal-relevant skill. Neither the gift mechanic nor single-NPC grinding can be 

farmed: both land in the same 2.1–2.3 aggregate band as random. 

 

A fourth result cautions against the aggregate. Because an episode ends on success, the speed-optimal 

oracle wins in a median of seven of fifty turns and accrues little of the activity that the grounding, social, 

and strategic dimensions reward; under equal weighting, eleven of thirteen models post a higher 

aggregate than the information-perfect agent (a comparison across classifier regimes per the caveat above; 

the early-termination artifact, not the exact margin, is the point). We therefore foreground Goal Pursuit 

and treat the equal-weighted aggregate as a descriptive summary, not a competence ranking. (The oracle 

is speed-optimal, so 3.56 is a profile artifact of early termination, not a ceiling; baselines use the 

deterministic fallback classifier, so absolute Social Adaptation values would shift under the hosted judge.) 
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Table 3. Scripted-policy reference band: mean dimension scores and success rate, 50 runs per policy on 

the identical scenario schedule, deterministic classifier. 

Policy Goal Social Ground Strategic Total Success 

Oracle 4.74 2.52 3.31 3.66 3.56 100% 

Gift-spam 1.47 1.40 3.59 2.57 2.26 0% 

Exploration-only 1.06 1.40 3.72 2.58 2.19 0% 

Random 1.25 2.11 3.72 1.57 2.16 0% 

Single-NPC grinder 1.76 1.96 2.57 2.17 2.11 0% 
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5. Results 

All results are from Run 2: 650 scored runs (50 per model), temperature 0.3, identical Gemini Flash Lite 

classifier, 0.0% classifier fallback rate. Per-run costs are billing-verified from the OpenRouter activity 

log. Two composites organize the tables that follow, and their role is diagnostic: the full composite and 

the CM subtotal serve as compact summaries and as the instrument pair for the judge ablation of Section 

5.5. The construct-bearing results are the per-dimension profiles (Section 5.3) and the per-objective 

endpoints (Section 5.4), consistent with Section 4.5's decision to foreground Goal Pursuit and treat equal-

weighted aggregates as descriptive. 

5.1 Summary 

Table 4. Mean scores by model, sorted by classifier-minimized subtotal descending. CM = mean of 

Social Adaptation and World Grounding (reduced classifier dependence). Full = mean of all four 

dimensions (includes classifier-dependent Goal Pursuit and Strategic Sophistication). All scores on [1, 5] 

rubric scale. SD is the standard deviation of full-composite scored total across 50 runs. $/Run is billing-

verified from OpenRouter activity log (March 10–11, 2026). 

Model Succ. Social Ground CM Goal Strat. Full SD $/Run 

Claude Sonnet 4.6 24% 3.42 4.66 4.04 3.54 3.95 3.89 0.41 $0.125 

DeepSeek R1 22% 3.35 4.65 4.00 3.58 3.82 3.85 0.43 $0.119 

Claude Opus 4.6 30% 3.31 4.55 3.93 3.86 4.02 3.93 0.37 $0.205 

GPT-5.2 38% 3.20 4.62 3.91 3.83 3.86 3.88 0.43 $0.113 

GPT-5.4 68% 3.20 4.56 3.88 4.31 4.19 4.07 0.37 $0.060 

Qwen 3.5 397B 30% 3.24 4.37 3.81 3.92 3.70 3.81 0.41 $0.017 

Claude Haiku 4.5 34% 3.10 4.50 3.80 4.09 3.82 3.88 0.35 $0.039 

GPT-5.3 Chat 40% 2.92 4.54 3.73 3.76 3.65 3.72 0.39 $0.095 

Gemini 3.1 Pro 48% 3.00 4.41 3.71 4.34 3.91 3.91 0.41 $0.339 

Grok 4 32% 2.84 4.38 3.61 3.13 3.55 3.48 0.45 $0.834 

DeepSeek V3.2 24% 2.91 4.30 3.60 3.73 3.48 3.61 0.38 $0.008 

Mistral Large 3 40% 2.74 4.13 3.44 4.39 3.48 3.69 0.35 $0.017 

OLMo 3.1 32B 4% 1.84 2.18 2.01 1.45 2.25 1.93 0.46 $0.005 

 

Note on scoring reliability: Two of four dimensions (Goal Pursuit, Strategic Sophistication) incorporate 

the dialogue classifier whose weak reliability is documented in Section 4.4; we therefore present results 

under both the full composite and the classifier-minimized (CM) subtotal throughout, and Section 5.5 

analyzes the divergence between them as a finding in its own right. 

5.2 Statistical Approach and Tier Structure 

The null hypothesis is that model identity has no effect on behavioral score distributions. Runs are 

structured as 10 cells per model (5 seeds × 2 objectives) with 5 repetitions per cell, and the objective main 

effect is sizeable (F = 68.19, descriptive p < 0.001), so individual runs are not independent. Aggregating 

to scenario-cell means reduces within-cell pseudo-replication but still treats the 130 cells as independent 
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groups and does not honor the paired objective balance or seed blocking. We therefore treat all Kruskal-

Wallis, Dunn, and bootstrap-CI results as exploratory: H statistics and η² are descriptive effect-size 

summaries, and p-values are reported for reference only. Seed effects are negligible (H = 1.42, p = 0.84; 

Appendix C.6). 

 

At the scenario-cell level, the full-composite Kruskal-Wallis statistic is H = 61.0 (η² = 0.847, descriptive 

p = 1.5 × 10⁻⁸; η² here and throughout is ANOVA-style SS_between/SS_total computed on the stated unit 

of analysis, not an H-derived effect size), with 23 of 78 model pairs separated at Dunn screening (BH-

corrected p < 0.05); the CM subtotal yields H = 87.4 (η² = 0.931) and 32 of 78 pairs. These aggregate 

effect sizes are driven substantially by the capability floor: at run level, total-score η² = 0.63 falls to 0.13 

with OLMo excluded. Both numbers belong in any honest summary: the environment separates floor 

from frontier decisively, and frontier-internal separation is modest. 

 

Hierarchical clustering (average linkage) on the pairwise Cohen’s d distance matrix (Appendix C.2) 

yields three tiers under full-composite scoring (Figure 4 in the same appendix): a Top Tier of eight 

models (GPT-5.4, Claude Opus, Gemini 3.1 Pro, Claude Sonnet, Claude Haiku, GPT-5.2, DeepSeek R1, 

Qwen 3.5; means 3.81–4.07), a Mid-Tier of four (GPT-5.3 Chat, Mistral Large 3, DeepSeek V3.2, Grok 

4; means 3.48–3.72), and a Floor (OLMo 3.1 32B; 1.93).  

 

The largest merge gap (Δd = 3.66) separates OLMo from everything else; the second-largest (Δd = 0.23) 

separates Mid from Top. The floor/frontier boundary is the strong result. The Top/Mid boundary is 

suggestive only: the post-hoc minimum detectable effect is d = 0.79 within-objective (Appendix C.4, a 

lower bound under cell-level inference), well above Δd = 0.23, and bootstrap CIs overlap substantially 

among the top eight (Appendix C.3). Representative pairwise effect sizes: Claude Opus vs. Sonnet d = 

0.11 (negligible), GPT-5.4 vs. Grok 4 d = 1.43 (very large), GPT-5.4 vs. OLMo d = 5.11. GPT-5.4 is 

distinguishable from 5 of 12 models at Dunn screening and from no Top Tier model (full heatmap: 

Appendix C.7). The block-aware re-analysis of Appendix C.10 is the inferential bottom line for ranking 

claims: under a paired block bootstrap over the ten scenarios, only the extremes are stable (GPT-5.4 holds 

rank 1 in 95% of resamples; OLMo 3.1 holds rank 13 in all of them), while the eleven intervening models 

resolve into an indistinguishable frontier clump (90% rank intervals within [2, 9]) and a nearly ordered 

mid tail bridged by GPT-5.3 Chat. Tier language in this section should be read against that frame. 

5.3 Dimension Discriminability 

OLMo drives the majority of between-group variance on every dimension. Per-dimension η² (one-way 

ANOVA, SS_between/SS_total, not partial η²), with OLMo-excluded values in parentheses: 

 

1. World Grounding: η² = 0.90 (0.35), 32/78 pairs at Dunn screening 

2. Social Adaptation: η² = 0.47 (0.20), 26/78 pairs 

3. Goal Pursuit: η² = 0.32 (0.10), 28/78 pairs, subject to the classifier reliability concerns of Section 

4.4 

4. Strategic Sophistication: η² = 0.41 (0.12), 14/78 pairs 

5.4 The Two-Objective Split 

The two objectives produce sharply different per-model success profiles: Mistral Large 3 achieves 80% 

identification success and 0% trust success; Claude Haiku 4.5 shows the same pattern (68% vs. 0%); 

GPT-5.4 is the only model exceeding 50% on both (72% trust, 64% identification). The Model × 

Objective interaction is consistent with this (F(12,624) = 3.65, descriptive p < 0.001, η² = 0.022), though 

the model main effect dominates. At the model level (n = 13) the cross-objective success correlation has a 

95% CI spanning [−0.53, 0.57], too wide for inferential claims; we report the divergent profiles 

descriptively. Trust-building requires sustained relationship management; identification can succeed 
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through systematic information gathering without deep relationship investment. A pooled success rate 

therefore misleads in both directions: it understates identification-specific capability for models with 

lopsided profiles and masks the difficulty of feedback-responsive dialogue management, an argument for 

reporting per-objective results rather than single scores. 

 

 

Figure 1. Success rates by objective and model (n = 25 per cell). 

5.5 Scoring Sensitivity Under Removal of Judge-Mediated Dimensions 

Because Goal Pursuit and Strategic Sophistication route through a classifier with the reliability profile 

documented in Section 4.4, we compute a classifier-minimized (CM) subtotal: the unweighted mean of 

World Grounding and Social Adaptation. We call this classifier-minimized rather than classifier-free for 

two reasons stated once and applying throughout: 40% of Social Adaptation reads classifier-assigned 

intent labels, and the environment dynamics themselves are classifier-mediated (Section 3), so no scoring 

variant removes the classifier from the run itself. 
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Figure 2. Full-composite vs. classifier-minimized (CM) model rankings over the same 650 runs. 

Each line connects a model’s full-composite rank (left) to its CM rank (right). Solid lines mark the six 

rank shifts whose 90% paired block-bootstrap interval excludes zero; grey lines are within scenario-

sampling noise. Gemini 3.1 Pro is highlighted. 

 

A paired block bootstrap over the ten scenarios separates real movement from noise. Six of the thirteen 

rank changes are stable under the paper's 90% paired block-bootstrap procedure: GPT-5.4 (full #1 → CM 

#5), Gemini 3.1 Pro (#3 → #9), and Mistral Large (#10 → #12) fall, while Claude Sonnet 4.6 (#4 → #1), 

DeepSeek R1 (#7 → #2), and Grok 4 (#12 → #10) rise; the remaining seven shifts lie within scenario-

sampling noise. The reshuffle is therefore not attributable to scenario resampling alone: minimizing the 

classifier-routed dimensions reorders the top of the leaderboard, reinforcing the Section 4.4 reliability 

concern (with the caveat that the five seeds vary initialization only, so the ten blocks are condition 

variants rather than substantively different scenarios). 

 

Rankings move. Under CM scoring, Claude Sonnet 4.6 leads (4.04), followed by DeepSeek R1 (4.00), 

Claude Opus 4.6 (3.93), GPT-5.2 (3.91), and GPT-5.4 (3.88). GPT-5.4 drops from full-composite #1 to 

CM #5, reflecting its reliance on the classifier-dependent dimensions (Goal Pursuit 4.31, Strategic 

Sophistication 4.19). DeepSeek R1 rises #7 → #2, consistent with a process-quality-over-outcome profile. 

Gemini 3.1 Pro shows the largest shift, dropping six positions (#3 → #9). The Spearman correlation 

between the two rankings is ρ = 0.70; Gemini 3.1 Pro drops out of the top eight (tier labels refer to the 

full-composite clustering of Section 5.2; no separate CM clustering is reported), and OLMo remains 
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categorically separated under both variants. A bonus-only sensitivity check (removing success bonuses 

while keeping all four dimensions) moves DeepSeek R1 #7 → #4 and Gemini 3.1 Pro #3 → #7, with 

extremes unchanged. 

 

Movement versus distortion. A rank shift under dimension removal is not, by itself, evidence of judge 

distortion: removing two dimensions changes what is measured, and a model that legitimately excels at 

goal-directed play should fall when goal-directed dimensions are dropped. The case for distortion rests on 

the Section 4.4 audit, not on the movement itself: probe agreement varies nearly fourfold across models 

(21.7–84.8%), the classifier flags probes at almost twice the second judge’s rate (91.6% vs. 47.8%), and 

the largest single mover shares a model family with the classifier. The rank shift quantifies the stakes of 

that unreliability; the audit is what locates it in the instrument rather than in the models. 

 

Stopping time and the CM ranking. Because episodes terminate on success (median successful run: 28 

turns), CM components that accrue with turns couple the subtotal to success itself: across frontier runs, 

World Grounding correlates 0.60 with episode length, while Social Adaptation does not (−0.02). Within 

models, successful and failed runs post nearly identical CM on average (mean gap −0.02), so the subtotal 

is not simply a longevity score; but the coupling is uneven and matters most for the paper's largest mover. 

GPT-5.4's successful runs (34 of 50) score 0.19 below its failed runs on CM, and on failed runs alone its 

CM (4.01) is indistinguishable from Claude Sonnet's (4.02). Part of GPT-5.4's full-to-CM drop therefore 

reflects shorter, more successful episodes rather than classifier dependence, and the CM ordering among 

high-success models should be read with that coupling in mind; Phase 2 should score behavioral 

dimensions over a fixed budget or a common prefix. 

Variance versus rank: two distinct effects. Aggregate separation is stronger, not weaker, under CM 

scoring: H = 87.4 (η² = 0.931) versus H = 61.0 (η² = 0.847), with 32 vs. 23 of 78 Dunn-screened pairs, 

and several bootstrap CIs narrow substantially (DeepSeek R1: width 0.10 vs. 0.30; full CM intervals in 

Table 10b, Appendix C.3). Table 5 reports the 2×2 removal grid. The two removals are nested (bonuses 

live only inside the classifier-dependent dimensions, so removing those dimensions also removes the 

bonuses), and the η² gain therefore cannot be cleanly attributed to classifier removal alone: holding all 

four dimensions, bonus removal alone raises η² from 0.847 to 0.880; removing the classifier-dependent 

dimensions raises it to 0.931 under either bonus setting. What the decomposition does separate is where 

each effect shows up. Bonus removal modestly compresses variance and produces small rank movement 

near the median. Classifier-dimension removal produces the large, uneven rank movement (ρ = 0.70, a 

six-position shift), and the largest mover is the model sharing a family with the classifier. Rank distortion, 

not aggregate variance, is where the classifier’s fingerprint is visible; aggregate κ and aggregate η² both 

miss it. 

 

Table 5. Scenario-cell η² under removal of success bonuses and classifier-dependent dimensions (n = 10 

cells per model; exploratory, descriptive only). The two removals are nested; see text. 

 4 dims (full composite) 2 dims (classifier-

minimized) 

Bonuses ON 0.847 0.931 

Bonuses OFF 0.880 0.931 
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Table 6. Pairwise Dunn screening heatmap (−log10 BH-adjusted p-value, exploratory), scenario-cell 

Dunn's test (n=10 cells per model). Values ≥1.3 correspond to the descriptive p<0.05 threshold. 

Models ordered by classifier-minimized subtotal descending. Note: Dunn’s test screens on mean pooled 

ranks, so a floor model need not separate from the models ranked immediately above it; OLMo’s 

comparisons with Mistral Large 3, DeepSeek V3.2, and Grok 4 fall below the threshold despite a CM 

mean gap exceeding 1.4 points because the groups are rank-adjacent. OLMo’s categorical separation rests 

on the clustering and interval evidence (Sections 5.2, C.3), not on this screen. 

 

Rubric-objective tension. Social Adaptation is structurally in tension with the trust objective: its NPC-

diversity and repetition-penalty sub-components (60% of weight) reward spreading effort across NPCs, 

while gain_watch_trust incentivizes concentration on Captain Alarik. Trust-objective runs score 0.258 

lower on SA than identification runs (pooled Mann-Whitney p = 1.2 × 10⁻¹⁰; paired Wilcoxon across 

models W = 3, p = 1.2 × 10⁻³). Cross-objective SA comparisons therefore partly measure rubric-objective 

fit rather than dialogue-strategy quality, and this tension bounds the “Social Adaptation is universally 

hard” reading of Table 4 (Section 9). Phase 2 should per-objective-normalize SA or condition the 

repetition penalty on whether the objective calls for concentration. 

 

The Gemini Anomaly. Gemini 3.1 Pro has the second-highest Goal Pursuit score (4.34) and 

simultaneously the lowest probe agreement in the classifier audit (21.7%). The co-occurrence is 

consistent with the Gemini-family classifier being maximally miscalibrated on Gemini-style dialogue, 

though we cannot rule out that Gemini’s dialogue genuinely produces more goal-relevant turns. Its full-

composite ranking should be treated as potentially inflated pending multi-judge validation. 

 

Recommendations. For judge-based benchmarks generally, this analysis motivates three practices: (a) 

avoid or cap success-contingent bonuses in rubric construction; (b) report per-subject judge agreement 

alongside aggregate reliability statistics; (c) report ranking stability under judge ablation as a standard 

diagnostic. We note explicitly that this paper does not adjudicate which scoring variant is “correct”: the 

CM subtotal has lower direct classifier dependence but carries its own artifacts (the World Grounding 

ceiling, the rubric-objective tension, and the stopping-time coupling above), and its #1 model (Claude 

Sonnet 4.6) is also the validation judge, a circularity discussed in Sections 4.4 and 9. 

5.6 Partial-State Reset Ablation 

Persistence is the claimed differentiator from episodic benchmarks (Section 1.1). We ran five models 

spanning the published ranking (GPT-5.4, Claude Sonnet, DeepSeek R1, Grok 4, OLMo 3.1) under a 

partial-state reset condition: NPC trust/suspicion, inventory, and location reset to seed-initial values every 

10 turns, with objective state, knowledge flags, and the marked target preserved: a partial reset by design, 
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because a full reset would make the objectives uncompletable within 50 turns and floor all models. Each 

model completed 50 runs under identical scoring; tests operate on scenario-cell means. 

 

Rank order is preserved (Spearman ρ = 1.00, p = 0.017, exact permutation test; power is weak at n = 5): 

persistence does not appear to determine who scores higher, only how much models differ. The 

amplification is dimension-specific. Between-model η² drops under partial resets on Strategic 

Sophistication (0.614 → 0.425) and Goal Pursuit (0.647 → 0.465), is nearly unchanged on Social 

Adaptation (Δη² = −0.012), and falls on total score from 0.669 to 0.458. Aligned-rank-transform 

interaction tests, computed on scenario-cell means (n = 100) without honoring the paired scenario 

blocking, are consistent with persistence affecting models unequally (total: F(4, 90) = 4.72, p = .002; 

world grounding, strategic sophistication, and goal pursuit also significant; social adaptation not, F(4, 90) 

= 0.79). The strongest models show the largest drops under resets (GPT-5.4: −0.79; DeepSeek R1: −0.65; 

Claude Sonnet: −0.63) while the floor model is barely affected (OLMo: −0.18): higher-capability models 

exploit persistent state more effectively, and removing it compresses the performance distribution. Within 

this subset, we interpret persistence as more than a cosmetic design choice; generalization to other reset 

intervals and the full lineup is untested (Section 9). 

6. Cost and Performance 

All cost, latency, and token figures derive from billed API records exported from the OpenRouter activity 

log; the reconciliation (43,372 rows classified as run, classifier, or discarded calibration) is documented in 

Appendix E. The complete Run 2 experiment cost $99.59: $98.85 for primary model calls and $0.74 for 

classifier calls. Including discarded calibration attempts, all-in API expenditure across the export was 

$129.14; $99.59 is the retained, scored experiment. Per-model cost spans more than two orders of 

magnitude (160×), from $0.26 (OLMo 3.1) to $41.71 (Grok 4); Grok 4 alone accounts for 42.2% of total 

spend. 

 

Table 7. Billing-verified costs, latency, and reasoning overhead per model, sorted by total billed cost 

descending. Wins = runs where the model satisfied all objective completion criteria (see Section 3.3). 

Model Billed $/Run Wins $/Win Mean Lat. Wall Reasoning 

Grok 4 $41.71 $0.834 16 $2.607 31.0s 17.9h 97.2% 

Gemini 3.1 Pro $16.93 $0.339 24 $0.705 9.0s 5.1h 94.3% 

Claude Opus 4.6 $10.27 $0.205 15 $0.685 2.9s 1.8h - 

Claude Sonnet 4.6 $6.24 $0.125 12 $0.520 2.3s 1.4h - 

DeepSeek R1 $5.95 $0.119 11 $0.541 25.0s 16.2h 95.3% 

GPT-5.2 $5.63 $0.113 19 $0.296 4.0s 2.5h 67.6% 

GPT-5.3 Chat $4.76 $0.095 20 $0.238 2.0s 1.1h 34.8% 

GPT-5.4 $3.00 $0.060 34 $0.088 0.9s 0.4h - 

Claude Haiku 4.5 $1.96 $0.039 17 $0.115 1.5s 0.9h - 

Qwen 3.5 397B $0.87 $0.017 15 $0.058 2.0s 1.2h - 

Mistral Large 3 $0.87 $0.017 20 $0.044 2.2s 1.2h - 

DeepSeek V3.2 $0.40 $0.008 12 $0.033 4.3s 2.7h - 

OLMo 3.1 32B $0.26 $0.005 2 $0.130 0.9s 0.6h - 
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Cost efficiency varies dramatically. Measured as billed cost per successful objective completion, 

DeepSeek V3.2 leads at $0.033/win and Grok 4 trails at $2.607/win, a 79× spread. Per-run and per-win 

costs partly reflect stopping time, since successful episodes end early; per-turn billed cost runs 2.0¢ for 

Grok 4 versus 0.17¢ for GPT-5.4 and 0.02¢ for DeepSeek V3.2. Five models consumed visible reasoning 

tokens (Grok 4: 97.2% of completion tokens; DeepSeek R1: 95.3%; Gemini 3.1 Pro: 94.3%; GPT-5.2: 

67.6%; GPT-5.3 Chat: 34.8%); GPT-5.4, the top full-composite scorer, used none. After excluding 

OLMo, reasoning and non-reasoning groups score essentially identically (3.77 vs. 3.84) while the 

reasoning group consumed 4.2× more tokens and cost 5× more per run. The groups are small and 

heterogeneous; we read this as suggestive, not conclusive. Mean per-call latency varied 37× (GPT-5.4: 

0.84 s; Grok 4: 31.0 s), and the three heavy-reasoning models accounted for 74% of the 52.9 wall-clock 

hours. Latency reflects the observed provider routing mix, not intrinsic model speed (Appendix E). 

 

Across the twelve frontier models, cost and behavioral performance showed no detectable association: 

regressing total score on log total cost yields β = 0.007 (SE = 0.035, p = 0.85, R² < 0.01); Spearman ρ = 

0.19 (p = 0.56). The most expensive model (Grok 4) scores below median under both scoring 

configurations, and the strongest cost-performance models (Haiku 4.5 at $0.039/run, Qwen 3.5 at 

$0.017/run) sit near the top of their tiers. Whether this pattern holds in richer agentic environments, or 

under different provider routing, is untested. 

 

Figure 3. Cost per run vs. total score across 13 models. Circles indicate non-reasoning models; 

triangles indicate models with reasoning token overhead. Colors denote performance tiers from Section 

5.2. Log-scale x-axis. Cost is billing-verified from OpenRouter activity log. 
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7. Behavioral Failure Modes 

We categorize behavioral failures across all 650 runs into three modes, each detected algorithmically 

from state-machine telemetry: wrong-room interaction (a talk command answered by a “no one here” 

narration), dialogue concentration (eight or more talk commands directed at a single addressee in one 

run, whether or not an NPC is present; an upper-bound proxy for genuine looping), and exploration 

paralysis (two or fewer unique rooms across twenty or more turns, or five consecutive look commands). 

Detection code and thresholds are published with the run data. 

 

Table 8. Failure mode incidence by model (N=50 runs per model). Counts of runs exhibiting each 

algorithmically detected failure mode: wrong-room interaction (talk command followed by a “no one 

here” narration), dialogue concentration (≥8 talk commands directed at a single addressee across the 50-

turn run), and exploration paralysis (≤2 unique rooms visited across ≥20 turns, or a streak of ≥5 

consecutive look commands). Models sorted by total score descending. 
Model Runs Wrong Room Dialogue Conc. Explore Paralysis 

GPT-5.4 50 0 7 0 

Claude Opus 4.6 50 0 17 1 

Gemini 3.1 Pro 50 0 22 0 

Claude Sonnet 4.6 50 3 23 0 

Claude Haiku 4.5 50 0 23 0 

GPT-5.2 50 0 7 0 

DeepSeek R1 50 1 14 0 

Qwen 3.5 397B 50 0 25 0 

GPT-5.3 Chat 50 0 26 0 

Mistral Large 3 50 0 31 0 

DeepSeek V3.2 50 0 33 0 

Grok 4 50 6 21 0 

OLMo 3.1 32B 50 50 49 40 

 

Dialogue concentration is the dominant flagged mode for every frontier model, ranging from 14% of runs 

(GPT-5.2, GPT-5.4) to 66% (DeepSeek V3.2). OLMo 3.1 is the only model exhibiting all three modes at 

high rates (100% wrong-room, 98% concentration, 80% paralysis). Among frontier models, Grok 4 is the 

only one with meaningful wrong-room interaction (12%), suggesting its reasoning tokens do not prevent 

spatial-state errors. The concentration threshold is objective-conditioned: it fires on 70% of frontier trust 

runs versus 13% of identification runs, because the trust objective rewards concentration on a single NPC. 

It nonetheless retains signal where it fires most, since flagged trust runs succeed at 8% versus 29% for 

unflagged trust runs; the detector measures repetition, repetition remains associated with failure, but the 

two objectives should not be pooled when interpreting Table 8. 

 

These failure modes resemble risks that matter in deployed agents: dialogue concentration at its 

pathological extreme resembles a customer-service agent repeating itself (cf. the unrecovered “meltdown” 

loops of Vending-Bench); wrong-room interaction resembles calling an API that is not in scope. But no 

deployment tasks were tested here, and the mapping is an analogy, not a finding. Correlating 

CrucibleBench failure profiles with tool-use-agent failures in the style of τ-bench (Yao et al., 2024) is 

Phase 2 work. 

 

One strategy-level observation: DeepSeek R1 directed 41.8% of its social actions to the gift mechanic 

(next highest: 21.2%), which builds surface-level trust without the conversational engagement objectives 

require, and produced the lowest frontier success rate (22%). GPT-5.4 combined selective gifting (17.7% 

of social actions) with context-responsive dialogue and the highest success rate (68%). The trap is 



CrucibleBench – Behavioral Differentiation of Frontier LLMs 

CrucibleBench – Page 21 

displacement, not a rubric penalty. Annotated full-run walkthroughs of representative high-scoring, high-

process-failed, and floor runs appear in Appendix B. 

8. Discussion 

Measurement lessons for judge-based benchmarks. The probe classifier’s κ = 0.04 is a frank 

admission that one of our measurement instruments is unreliable, but the aggregate statistic understates 

the problem: per-subject agreement spans 21.7–84.8%, and the rank effects land unevenly (Section 5.5). 

This extends the LLM-as-judge bias literature (Zheng et al., 2023; Liu, Y., et al., 2023; Panickssery et al., 

2024) from conversational quality judging into agentic evaluation, where the judge can mediate world 

dynamics as well as scores. The practical upshot is the audit pattern of Section 5.5: per-subject agreement 

plus judge-ablation ranking stability, neither of which is visible in aggregate κ. 

 

Reasoning-action decoupling. Grok 4 devotes 97.2% of completion tokens to reasoning yet scores below 

median under both configurations, while DeepSeek R1’s reasoning overhead coincides with the second-

best CM score: its deliberation appears to translate into deterministic process quality that classifier-

dependent dimensions obscure. The relationship between reasoning overhead and behavioral quality is 

model-specific rather than categorical, but the cost premium is consistent (Section 6). Candidate 

explanations (an action space too constrained for extended chain-of-thought to help, optimization for 

analytical rather than social effectiveness, or deliberation paralysis) cannot be discriminated without 

within-model reasoning-budget sweeps (Section 10). 

 

RLHF and social adaptation. Social Adaptation is the lowest-scoring dimension under both 

configurations, yet it measures skills adjacent to RLHF targets: adapting after feedback, diversifying 

failed approaches, calibrating tone. This is consistent with the hypothesis that single-turn preference 

optimization does not transfer to multi-turn environments with evolving feedback. But the training 

procedures of these models are not public, the rubric-objective tension of Section 5.5 bounds the claim, 

and we flag this as a Phase 2 hypothesis, not a finding. 

 

Within-family size does not predict social adaptation. Haiku 4.5, the smallest Anthropic model tested, 

reaches a CM subtotal of 3.80, and Claude Sonnet 4.6 posts the benchmark’s highest Social Adaptation 

(3.42) while Opus 4.6 scores 3.31. Sonnet’s CM interval ([3.95, 4.12]) sits clear of Haiku’s ([3.75, 3.86]) 

though it overlaps Opus’s ([3.87, 3.98]), so the bootstrap resolves the Sonnet–Haiku gap on the combined 

CM subtotal but not the full family ordering; the Social Adaptation differences themselves are not 

separately interval-tested, and parameter counts are not public, so this is a bounded within-family 

observation. Whatever Sonnet’s training does differently on feedback-responsive dialogue, the larger 

flagship does not automatically replicate it. 

 

The fully-open gap. OLMo 3.1 32B scores 1.93 against a frontier mean near 3.80, with a smallest 

pairwise Cohen’s d above 3. Whether the gap reflects scale, data, RLHF investment, or architecture is not 

disaggregable here, and OLMo prioritizes research transparency over benchmark performance; the result 

quantifies the current distance between one fully open model at this scale and the rest of the lineup on 

situated behavioral tasks, not a verdict on open models. 

 

Practical model selection, scoped. Within this environment and configuration, the CM analysis places 

Claude Sonnet 4.6 and DeepSeek R1 at the top on the dimensions with the lowest direct classifier 

dependence; GPT-5.4 leads the full composite, a ranking that is more classifier-dependent. Haiku 4.5 is 

the Pareto-efficient middle ground ($0.039/run, near-top under both variants); Qwen 3.5 is the cost-

minimizer among top-tier models (with the reasoning-off caveat of Section 9); DeepSeek V3.2 minimizes 

cost per completed objective, $0.033/win (OLMo is cheaper per run but completes only two objectives; 
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provider-routing caveat in Section 9). None of this is deployment guidance: predictive validity for real 

agentic tasks is untested. 

9. Methodological Limitations 

This is a signal-finding proof of concept, not a statistically powered benchmark. Some limitations 

identified are:  

 

1. Proxy constructs. The dimension names describe intended constructs; the measures are telemetry 

composites. No construct validation against human judgment exists yet, and the face validation in Section 

4.3 was performed by the authors without inter-rater coding. 

2. Classifier dependency. Two dimensions route through a single Gemini Flash Lite classifier with 

weak-to-poor reliability (intent κ = 0.11; probe κ = 0.04) and per-model agreement spanning 21.7–84.8%. 

Absolute Goal Pursuit values carry substantial, unevenly distributed measurement noise, and any ranking 

that relies on the classifier-dependent dimensions is provisional pending multi-classifier consensus. 

3. Judge-mediated dynamics. Classifier labels drive trust/suspicion updates, so even CM-scored runs 

unfold along classifier-shaped trajectories. No scoring variant removes this; it is disclosed, not mitigated. 

Two further design limitations follow from the mechanics: identification completion is inferred from 

hidden suspect scores rather than an explicit accusation (Section 3.3, D.5b), and success criteria bind trust 

but not suspicion, so suspicion management is advisory rather than required (D.5, D.6). 

4. Scoring-variant non-adjudication and judge circularity. The paper does not claim either scoring 

variant yields the “true” ranking, and the winner changes between them. The validation judge (Claude 

Sonnet 4.6) is itself a subject and the CM leader; the classifier shares a family with the subject it most 

affects. The CM subtotal’s defense is that its components are 60–100% algorithmic, not that a judge 

certified it. 

5. No human baseline. Whether the Social Adaptation ceiling (no model above 3.42) reflects model 

weakness, task difficulty, or rubric construction is unresolved, and the rubric-objective tension quantified 

in Section 5.5 (a 0.258 SA gap by objective) means part of the ceiling is attributable to rubric fit. 

6. Predictive validity untested. That CrucibleBench measures deployment-relevant behavior is a design 

hypothesis. No evidence yet connects these scores to performance as a customer-service agent, coding 

assistant, or research tool. 

7. Exploratory statistics. The blocked 5-seed × 2-objective design is not honored by the Kruskal-Wallis, 

Dunn, or scenario-cell bootstrap-CI analyses; the cell bootstrap respects within-cell repetition but not the 

paired seed × objective blocking or the fixed objective mix (the paired block bootstrap behind the Section 

5.5 rank shifts and Appendix C.10 honors both); effective sample size is closer to 10 cells per model than 

50 runs. The post-hoc minimum detectable effect (d = 0.79 within-objective) is computed at run level and 

is a lower bound under cell-level inference; effects smaller than this, including the Top/Mid tier gap, are 

below detection. Appendix C.10 reports a block-aware re-analysis (a mixed-effects model and a paired 

block bootstrap) that confirms the between-model differences while showing the middle-tier ranking is 

unresolved at this design size. 

8. Two objectives. Behavioral generality beyond gain_watch_trust and identify_marked_contact is 

unknown, and the model-level cross-objective correlation (n = 13; 95% CI [−0.53, 0.57]) is 

uninformative. 

9. Compact world and gaming risk. The 12-room, 4-NPC environment may not predict behavior in 

larger action spaces. Once the environment is public, scores are gameable by scaffolds tuned to the fixed 

map, NPCs, and rubric; persistent state raises the cost of memorization but does not prevent optimization. 

Phase 2 requires a public-dev / hidden-eval split with held-out maps and objectives. 

10. Single fully open anchor. The capability floor is one 32B model. It bounds the frontier results from 

below; it does not characterize open or open-weight models generally. 
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11. Fixed prompt and temperature. All runs used one system prompt and temperature 0.3. Stability of 

behavioral signatures across prompts and temperatures is untested. 

12. Qwen reasoning-off asymmetry. Qwen 3.5 ran with its OpenRouter default reasoning disabled for 

latency reasons, the only default override. Its placement with reasoning enabled is unestablished. 

13. Provider routing. Models were accessed via OpenRouter; Anthropic models routed through Bedrock, 

and DeepSeek V3.2 was served by seven providers with non-stationary shares. Released run JSONs do 

not retain per-call generation IDs, so provider identity cannot be joined to scores; as a bounded check, 

V3.2’s within-cell standard deviations are unremarkable (rank 4–10 of 13 across dimensions). Latency 

figures reflect routing, not model inference alone. Phase 2 should pin providers. 

14. Reset-ablation scope. Five models, one reset interval (10 turns), and a partial reset that preserves 

objective state. Results may not generalize to other intervals, full resets, or the full lineup. 

10. Phase 2 

Four workstreams follow directly from the limitations. 

 

Measurement validation. Replace the single classifier with a multi-classifier panel (minimum three 

model families) reporting inter-classifier agreement alongside scores (consensus establishes robustness, 

not ground-truth label validity; the latter requires a human-annotated sample of dialogue turns), and 

rescoring the identical dimensions and weights under each label set so that judge effects are isolated from 

construct changes; add human baselines (naive and informed players) to resolve whether the Social 

Adaptation ceiling is model weakness or task difficulty; expand the scripted-policy reference band of 

Section 4.5 with policies between the degenerate and oracle extremes; and begin predictive-validity 

studies correlating CrucibleBench profiles with performance on deployment-style agentic tasks. 

 

Statistics and design. Adopt the block-aware mixed-effects specification as the primary analysis. Expand 

the cell grid rather than replicates: ICC analysis (Appendix C.1) shows within-cell reliability saturates at k 

= 5 (a sixth replicate adds about 0.013 on the total score), while detecting within-tier effects of d ≈ 0.3 

requires roughly 175 runs per model per objective (a run-level approximation: at k = 5 this is 35 cells per 

model per objective, and Phase 2 should size the cell grid with a block-aware power analysis), feasible at 

this cost structure. 

 

Environment scaling and anti-gaming. Scale the world graph, NPC count, and turn budget to measure 

the properties persistence is for (trust repair, commitment decay, reputation propagation); run a factorial 

reset ablation separating social state (trust, suspicion) from inventory and location state across multiple 

reset intervals, to isolate which component of persistence drives the Section 5.6 discrimination gains; 

maintain a public-dev / hidden-eval split with held-out maps, NPCs, and objectives; repair the World 

Grounding ceiling (78.8% of runs above 0.80 raw) with harder sub-components; tighten the social 

mechanics (gate disclosure and trust completion on suspicion ceilings, require item transfer for gift credit, 

and add an explicit identify command scored separately for outcome and process); and add two planned 

algorithmic dimensions (Deception Index, Information Efficiency) that extend the CM subtotal rather 

than the classifier-dependent one. 

 

Configuration robustness. Vary system prompts and temperature to test tier stability; run within-model 

parameterized reasoning-budget sweeps, which both discriminate the candidate explanations for 

reasoning-action decoupling (Section 8) and resolve the Qwen reasoning-off confound. 
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11. Reproducibility 

All run data (650 JSON files with full transcripts), the state-machine source, scoring code, classifier code, 

regression tests, and the complete OpenRouter billing export are archived on Zenodo 

(https://doi.org/10.5281/zenodo.21386663) and mirrored at cruciblebench.ai. The experiment runner 

accepts a seed-base parameter; Run 2 uses seed base 20260302. Scoring is fully deterministic given stored 

classifier labels: re-executing the scoring code against the published run JSONs reproduces all reported 

scores exactly. JSON parse reliability was 99.88% across 27,879 model-output turns, with 33 fallbacks to 

default actions (0.12%). Billing reconciliation detail appears in Appendix E. 

12. Conclusion 

The central claim of this paper is modest: the way models act in a persistent environment with dialogue-

based feedback is measurable, the measurement is cheap, and part of what it measures is the measurement 

apparatus itself. For $99, CrucibleBench produced a sharp, interpretable capability floor; algorithmically 

detected failure modes with single-addressee dialogue concentration dominant across every frontier 

model; divergent per-objective behavioral profiles; and initial evidence that persistent state contributes 

discriminative signal. 

 

It also produced the finding we believe generalizes furthest: minimizing the two dimensions most 

dependent on a single LLM classifier reordered a leaderboard by up to six positions while aggregate 

reliability statistics flagged a noisy instrument but not which models it affected. Benchmarks that rely on 

LLM judges should audit per-subject agreement, report ranking stability under judge ablation, and prefer 

multi-judge designs, not because judges are useless, but because aggregate agreement is the wrong 

instrument for detecting subject-level distortion. 

 

What this paper does not show: that CrucibleBench measures social intelligence, predicts deployment 

outcomes, or ranks frontier models. A proof of concept earns its keep by making the next experiment 

well-posed. The signal here is sufficient to justify Phase 2 (human baselines, multi-judge consensus, 

expanded scripted-policy controls, block-aware primary analysis, and a hidden evaluation split), and the 

measurement hazard documented here is worth adopting as standard practice now, whatever becomes of 

this particular world. 
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Appendix A: Model Lineup 

All 13 models were accessed via OpenRouter. Temperature: 0.3 constant. Classifier: Google Gemini 3.1 

Flash Lite (temperature 0.0). The lineup covers eight major providers plus architectural diversity 

(standard and hybrid attention, reasoning and non-reasoning, MoE, open-weight and fully open releases). 
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1. Anthropic: Claude Opus 4.6, Claude Sonnet 4.6, Claude Haiku 4.5: routed via Amazon Bedrock 

(primary) with Google fallback 

2. OpenAI: GPT-5.2 (67.6% reasoning), GPT-5.3 Chat (34.8% reasoning), GPT-5.4 (0% reasoning): 

routed via OpenAI direct 

3. Google: Gemini 3.1 Pro (94.3% reasoning): routed via Google AI Studio and Google Vertex 

4. DeepSeek: V3.2 (7 providers), R1 (95.3% reasoning, via Novita). Provider routing is determined 

by OpenRouter's load balancing; we did not control for provider assignment. Latency figures in 

Table 7 reflect provider routing, not model inference time alone. 

5. Alibaba: Qwen 3.5 397B (MoE, 17B active): 5 providers including Alibaba, AtlasCloud, Novita, 

Parasail, Together. Note: Qwen 3.5 has reasoning enabled by default on OpenRouter; however, 

initial calibration runs with reasoning enabled produced latencies significantly exceeding Grok 

4’s (the slowest model in the study), so reasoning was disabled for all Run 2 data. This is the only 

model where an OpenRouter default was overridden 

6. Mistral: Mistral Large 3: via Mistral direct 

7. xAI: Grok 4 (97.2% reasoning, 63.6% prompt cache rate): via xAI direct 

8. AI2: OLMo 3.1 32B (open-weights): via DeepInfra 

 

Provider routing detail. DeepSeek V3.2 was served by seven OpenRouter providers (AtlasCloud 35.2%, 

Novita 25.6%, SiliconFlow 11.3%, DeepInfra 10.2%, Parasail 9.6%, Google 4.8%, Ionstream 3.3%), with 

non-stationary shares across the experiment (AtlasCloud −11.6 pp, SiliconFlow +13.4 pp between 

halves). See the provider-routing limitation in Section 9 and the billing reconciliation in Appendix E. 

Appendix B: Annotated Transcript Excerpts 

The following three excerpts are drawn from representative runs and illustrate the behavioral patterns 

discussed in Sections 6 and 7. Complete transcripts for all 650 runs are available at cruciblebench.ai. Turn 

numbers refer to the model’s action index within the 50-turn budget. 

B.1 GPT-5.4: Successful Trust-Building (seed 20260302 × gain_watch_trust, rep 5; 

gpt_5_4/run_41_t0p3.json) 

Context: gain_watch_trust objective. GPT-5.4 completes the objective at turn 38, at which point the 

episode terminates. Dimension scores: Goal Pursuit 4.39, Social Adaptation 3.04, World Grounding 4.80, 

Strategic Sophistication 4.38; total 4.15, the model’s highest-scoring trust-objective run. Zero invalid 

actions. 

Turns 1–5 (Navigation): GPT-5.4 looks once at the city gate, moves north twice, and is in the guard 

barracks facing Captain Ser Alarik by turn 5, pausing only to collect an item in the main square. 

Turns 6–15 (Direct engagement): It examines Alarik, picks up the signet ring lying in the barracks, and 

presents it to him (turn 8; the gift override applies trust +3, suspicion −1 per Appendix D.5). Five talk 

turns follow, each framing the same persona (a newcomer seeking lawful service), and the first (turn 9) 

already requests a recommendation explicitly, satisfying that success criterion. 

Turns 16–33 (Item circuit and second relationship): Rather than grinding Alarik, the model sweeps 

five rooms collecting the guild coin, rusted blade, cloth scarf, and temple pass, then engages Bran the 

Merchant. Finding a sealed letter in the merchant hall, it asks Bran whether the letter is his and hands it 

over (turn 32): context-responsive gifting rather than item spam. 

Turns 34–38 (Close): Back at the barracks, GPT-5.4 invokes the returned letter as evidence of honest 

conduct. The final exchange, a verbal offer of its remaining items, which the classifier labels offer_gift 

with sentiment +2 (+4 trust under Table 15) despite no item transfer, lifts Alarik to exactly the 75 

threshold. All three completion criteria are met and the episode ends. 



CrucibleBench – Behavioral Differentiation of Frontier LLMs 

CrucibleBench – Page 26 

Annotation: The run illustrates both the model’s signature efficiency and two measurement themes from 

the main text. First, all 11 of its dialogue turns carry the classifier’s direct-objective-probe flag (GPT-5.4 

names the recommendation goal constantly), consistent with the over-flagging documented in Section 4.4. 

Second, Social Adaptation (3.04) is its weakest dimension here precisely because the trust objective 

rewards concentration (7 of 11 talks at Alarik, two NPCs total), the rubric-objective tension quantified in 

Section 5.5. 

B.2 Claude Opus 4.6: Adaptive Probing in a Failed Run (seed 20260593 × 

identify_marked_contact, rep 4; claude_opus/run_38_t0p3.json) 

Context: identify_marked_contact objective. The marked contact is Bran the Merchant; Opus names 

Yelena the Peasant and fails, yet posts a total of 4.23 (Goal Pursuit 4.42, Social Adaptation 3.50, World 

Grounding 4.65, Strategic Sophistication 4.34), higher than the mean successful-run total of six of the 

thirteen models, including GPT-5.4 (4.19). This is the “process quality exceeds outcome” pattern 

discussed in Section 5.5. 

Turns 1–8 (Survey): Opus enters, collects and examines items, and probes Captain Alarik twice. It reads 

his evasion as informative (“Captain Ser Alarik is evasive and won’t engage,” its logged reasoning notes) 

and moves on rather than pressing. 

Turns 9–22 (Working Yelena): An eastward sweep gathers items and reaches the temple inner court. 

Opus examines Yelena, then reframes its approach across five talks (a direct question about the marked 

circles, a softer register, then a pretext built on the altar chalk it picks up) and gifts her the chalk at turn 

20. 

Turns 23–33 (The decisive miss): At the market, Opus’s probe elicits Bran’s mention of a broker, the 

run’s only clue, disclosed because Bran is the marked contact. Opus follows up once, gets repetition, 

records “Bran keeps repeating himself,” and leaves to re-test Alarik with three reframed probes. It never 

returns to Bran. 

Turns 34–50 (Silent sweep): The final 17 turns contain no dialogue at all: Opus tours the map collecting 

items (11 rooms visited by run end) and submits to the turn limit. 

Annotation: The failure is strategic-informational, not behavioral: the model extracted the decisive hint 

from the correct NPC and walked away from him. The final suspect scores (Yelena 11, Alarik 10, Bran 

10) carry a further irony: the +1 that Appendix D.5 awards to gift recipients means the altar-chalk gift 

broke what would otherwise have been a tie, in favor of the wrong suspect. Opus’s cross-referencing and 

reframing are exactly what the Social Adaptation rubric is designed to reward; the rubric cannot see that 

the hypothesis being refined was wrong. 

B.3 OLMo 3.1 32B: Failure Cascade (seed 20260399 × gain_watch_trust, rep 2; 

olmo_3_1/run_13_t0p3.json) 

Context: gain_watch_trust objective. OLMo fails with a total of 1.71 (Goal Pursuit 1.04, Social 

Adaptation 1.65, World Grounding 1.97, Strategic Sophistication 2.17). The run exhibits all three Section 

7 failure modes simultaneously and illustrates the capability floor. 

Turns 1–3 (Competent opening): Look, move north, examine an item: indistinguishable from a frontier 

model’s opening. 

Turns 4–26 (Talking to no one): OLMo attempts conversation with “guard,” “officer,” and “vendor” 

(entities that do not exist anywhere in the world) and receives “No one by that name is here” every time. 

It never tries the exit one room north, where Captain Alarik actually is. 

Turns 27–43 (Talking to a rock): The model redirects its inquiries to the street crystal, a decorative 

stone embedded in the square, addressing it eleven times (“Can you tell me how to meet a Watch officer? 

I want to join The Watch”). 
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Turns 44–50 (Paralysis): Look and examine commands alternate with further failed talk attempts until 

the budget expires. 

Annotation: The totals: 39 talk commands addressed to absent or inanimate targets, zero conversations 

with any actual NPC (Alarik’s talk count: 0), two rooms visited in fifty turns, and no progress on any 

completion criterion; the captain’s trust ends at its seed-initialized value. Notably, this particular run 

involves no classifier mediation whatsoever: no talk command ever reached an NPC, so the dialogue 

classifier was never invoked and this run’s floor placement is pure deterministic telemetry. (OLMo’s 

aggregate scores do include classifier-mediated components on runs where dialogue connects; the floor 

rests chiefly on the deterministic telemetry, B.5.) Across OLMo’s 50 runs the profile is representative: 

100% wrong-room interaction, 98% dialogue concentration (for OLMo, genuine looping), 80% 

exploration paralysis; the gap to the weakest frontier model (Grok 4, 3.48) exceeds the spread across the 

entire frontier, a categorical capability boundary rather than a gradual gradient. 

B.4 Model-Level Behavioral Vignettes 

The following qualitative profiles summarize recurring patterns in each model’s 50-run transcript set; 

they were moved here from the main text and are interpretive rather than scored. 

Opus transcripts show early, methodical engagement: all 25 identification runs reach Captain Alarik in 

dialogue (median first exchange: turn 5) after opening sweeps of about three rooms. When a probe elicits 

a disclosure, Opus presses the disclosing NPC at least once more before moving on (17 of 17 measurable 

cases): sustained source-testing rather than immediate cross-referencing. Its process scores hold up in 

failure: across unsuccessful identification runs, Opus averages Strategic Sophistication 3.88 against a 

frontier-failed mean of 3.64, and Social Adaptation 3.24 against 3.13, the pattern B.2 illustrates in a single 

run. 

B.5 OLMo 3.1: Persistent Failure Modes 

OLMo transcripts reveal systematic failures. The model spends consecutive turns attempting to interact 

with entities not present in the current room. When it does reach an NPC, its dialogue is often 

contextually inappropriate. The floor placement rests on classifier-independent telemetry (wrong-room 

interaction and exploration paralysis) rather than on classifier labels (an identical classifier pathway 

would not by itself preclude non-uniform classifier error; Section 4.4), and reflects the model’s inability 

to generate coherent situated dialogue. 

B.6 Grok 4: High Cost, Low Goal Pursuit 

Grok 4 shows strong world grounding (4.38) but weak goal pursuit (3.13), at by far the highest cost 

(Section 6). The transcripts do not show breadth: Grok engages fewer unique NPCs per run than the 

frontier average (1.88 vs. 2.20) while probing more often (11.9 vs. 10.0 probe-flagged turns per run): 

concentrated, probe-heavy dialogue that converts poorly (32% success; 21 of 50 runs trigger the 

concentration detector). Its 97.2% reasoning-token overhead suggests extensive internal deliberation that 

does not translate into completed objectives. 

Appendix C: Statistical Detail 

Statistical reporting convention. P-values computed below 10⁻¹⁰ are reported as p < 10⁻¹⁰; the exact 

magnitude at that floor is not reliably distinguishable given the asymptotic approximations in the Kruskal-

Wallis and Dunn's tests at our sample sizes. Exact values are retained for p ≥ 10⁻¹⁰. (Table 11’s ICC F-

tests are reported at their software floor, p < 10⁻¹⁵; the convention above applies to the rank-based tests.) 

C.1 Scenario-Cell Bootstrap: Algorithm and Reliability 



CrucibleBench – Behavioral Differentiation of Frontier LLMs 

CrucibleBench – Page 28 

All bootstrap confidence intervals in this paper use a scenario-cell bootstrap. The procedure is specified 

exactly as follows: 

 

Cell definition: seed × objective (e.g., seed=20260302 × gain_watch_trust). Each model has 10 cells (5 

seeds × 2 objectives), with 5 repetitions per cell. 

 

Procedure: (1) For each model, organize 50 runs into 10 cells (5 seeds × 2 objectives). (2) Each cell 

contains 5 repetitions. (3) For each bootstrap iteration: resample the 10 cells WITH replacement 

(sampling cells, not individual runs); for each sampled cell, take ALL 5 repetitions; compute the mean 

total score across all selected runs. (4) Repeat 10,000 times. (5) The 2.5th and 97.5th percentiles of the 

bootstrap distribution form the 95% CI. Intraclass correlation coefficients (one-way random effects, 

Shrout & Fleiss 1979) confirm that the 5-repetition cell means reliably distinguish cells on every 

dimension (ICC(1,5) ≥ 0.72; Table 11); at the single-replicate level, between-cell variance dominates on 

all dimensions except Goal Pursuit (ICC(1,1) = 0.339). For the total score, ICC(1,1) = 0.68 and ICC(1,5) 

= 0.92, indicating that the 5-rep cell mean is a highly reliable estimate of a cell's true score. Spearman-

Brown extrapolation shows diminishing returns beyond k = 5: a sixth replicate would add about 0.013 to 

total-score cell-mean reliability (0.035 on Goal Pursuit, the least reliable dimension). Phase 2 resources 

are therefore better allocated to additional cells (models, seeds, or objectives) than to additional replicates 

per cell. 

 

Exchangeability assumption: Cells are treated as exchangeable units. This is a simplification: cells pool 

two objectives with a sizeable main effect (Section 5.2), so unstratified resampling varies the objective 

mix across iterations and can overstate uncertainty for the fixed 50/50 objective design; an objective-

stratified resample would be tighter. Repetitions within a cell share the same seed+objective and are NOT 

resampled independently. This preserves the within-cell correlation structure. Resampling individual runs 

would underestimate variance by treating correlated observations as independent. 

 

Note on within-cell variance: An alternative bootstrap could resample the 5 repetitions within each cell to 

isolate the variability of performance under identical seed-objective conditions. The cell-level bootstrap 

reported here captures between-cell variance (the primary source of inferential uncertainty at n=10 cells 

per model) but does not directly estimate within-cell precision. As the number of repetitions per cell 

increases, a within-cell bootstrap would show narrower confidence intervals reflecting the improved 

measurement of cell means, whereas the cell-level bootstrap would narrow more slowly, asymptoting at 

the between-cell variance floor. Both approaches are valid for different inferential targets; we report the 

cell-level bootstrap because between-cell variance dominates at the current design size. Phase 2 will 

report both. 
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C.2 Performance Tiers: Pairwise Distance Matrix 

Table 9. Pairwise Cohen’s d Distance Matrix, run-level total score (n=50 per model, pooled SD). 

Clustering input for Section 5.2 / Figure 4. Models ordered by full-composite total descending. 

Reproduces the d-values cited in Section 5.2 to within rounding. 
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Figure 4. Dendrogram of hierarchical clustering (average linkage) on pairwise Cohen's d distances 

across 13 models. The y-axis represents effect size distance. Dashed lines indicate the two largest merge 

gaps: the Floor–Frontier boundary (d = 3.66 gap) and the Mid–Top tier boundary (d = 0.23 gap). The 

Floor–Frontier discontinuity is unambiguous; the Mid–Top gap (d = 0.23) sits below the design’s 

detectable-effect scale, so that boundary is suggestive only (Section 5.2). 

C.3 Bootstrap 95% Confidence Intervals 

Scenario-cell bootstrap resampling (10,000 iterations; see Appendix C.1 for the exact algorithm 

specification) produces the following 95% CIs for mean total score. 

Table 10. Bootstrap 95% confidence intervals for mean total score (10,000 scenario-cell resamples). 

Models sorted by mean descending. Substantial CI overlap among the top eight models indicates rank-

order differences within Top Tier should be interpreted cautiously. 

Model Lower Mean Upper 

GPT-5.4 3.95 4.07 4.18 

Claude Opus 4.6 3.82 3.94 4.07 

Gemini 3.1 Pro 3.73 3.91 4.11 

Claude Sonnet 4.6 3.75 3.89 4.03 

Claude Haiku 4.5 3.77 3.88 4.01 

GPT-5.2 3.70 3.88 4.08 

DeepSeek R1 3.70 3.85 4.00 

Qwen 3.5 397B 3.74 3.81 3.89 

GPT-5.3 Chat 3.59 3.72 3.85 
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Model Lower Mean Upper 

Mistral Large 3 3.59 3.68 3.78 

DeepSeek V3.2 3.54 3.61 3.69 

Grok 4 3.32 3.48 3.64 

OLMo 3.1 32B 1.80 1.93 2.09 

 

Notable CI overlaps: The top 8 models (GPT-5.4 through Qwen 3.5) show substantial CI overlap, 

indicating that rank-order differences within Top Tier should be interpreted cautiously. GPT-5.4’s lower 

bound (3.95) exceeds the upper bounds of all Mid-Tier models (highest: 3.85), a non-overlap consistent 

with separation from the mid-tier under this exploratory bootstrap. 

Table 10b. Bootstrap 95% confidence intervals for the classifier-minimized (CM) subtotal (10,000 

scenario-cell resamples, algorithm of Appendix C.1; resampling seed 20260302). Models sorted by 

CM mean descending; the Mean column is the observed CM mean over 50 runs and matches Table 4. 

Widths are computed on unrounded bounds: twelve of thirteen intervals narrow or hold relative to the 

full-composite intervals of Table 10 (DeepSeek V3.2 holds, 0.154 vs. 0.155), while GPT-5.4’s widens 

(0.233 to 0.261). 

Model Lower Mean Upper 

Claude Sonnet 4.6 3.95 4.04 4.12 

DeepSeek R1 3.95 4.00 4.05 

Claude Opus 4.6 3.87 3.93 3.98 

GPT-5.2 3.84 3.91 3.99 

GPT-5.4 3.74 3.88 4.01 

Qwen 3.5 397B 3.75 3.81 3.86 

Claude Haiku 4.5 3.75 3.80 3.86 

GPT-5.3 Chat 3.64 3.73 3.82 

Gemini 3.1 Pro 3.57 3.71 3.85 

Grok 4 3.51 3.61 3.71 

DeepSeek V3.2 3.53 3.61 3.69 

Mistral Large 3 3.38 3.44 3.49 

OLMo 3.1 32B 1.94 2.01 2.09 

 

C.4 Retrospective Power Analysis 

With 50 runs per model split across 2 objectives (25 per objective) and 5 seeds, we compute the minimum 

detectable effect size at 80% power (α=0.05) using a two-sample t-test approximation: 

• Within-objective (n=25 per model): minimum detectable Cohen’s d = 0.79 (large) 

• Across objectives (n=50 per model): minimum detectable Cohen’s d = 0.56 (medium) 

This explains why bootstrap CIs overlap within Top Tier: the pairwise effect sizes among the top 8 

models are mostly d < 0.5 (e.g., GPT-5.4 vs Claude Opus d=0.36, Claude Opus vs Sonnet d=0.11). These 

differences are below the detection threshold. Both MDEs treat runs as independent; under the cell-level 
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framing used elsewhere in the paper they are optimistic lower bounds, the across-objectives d = 0.56 

especially, since it pools over the large objective main effect. The Phase 1 design was intentionally sized 

for signal-finding (detecting whether models differ at all), not for fine-grained ranking within a 

performance tier. 

To reliably distinguish models within Mid Tier (d ≈ 0.3), Phase 2 would require approximately 175 runs 

per model per objective (again a run-level approximation; 35 cells at k = 5). This is feasible given the 

experiment’s low-cost structure ($0.06/run for GPT-5.4) but would require significantly more wall-clock 

time for high-latency reasoning models. 

C.5 Intraclass Correlation Coefficients  

ICC(1,1) represents the reliability of a single replicate for distinguishing cells; ICC(1,5) represents the 

reliability of the 5-replicate cell mean. All F-tests reject the null of zero between-cell variance at p < 10⁻⁸. 

Dimensions with higher ICC(1,1) benefit less from additional replicates, for these, expanding the cell grid 

(more seeds, objectives, or models) yields more information per run than repeating existing cells. The 

pooled coefficients span very heterogeneous cells: excluding OLMo, total-score ICC(1,1) falls from 0.68 

to 0.26 and cell-mean ICC(1,5) from 0.92 to 0.64 (within-objective, all models: 0.955 trust, 0.885 

identification). Five repetitions therefore certify cell-mean stability across the full heterogeneous grid, not 

within-frontier ranking precision. 

Table 11. Intraclass correlation coefficients across 130 cells (13 models × 2 objectives × 5 seeds), k = 

5 replicates per cell. 

Dimension ICC(1,1) ICC(1,5) F p 

Goal Pursuit 0.339 0.720 3.57 <1e-15 

Social Adaptation 0.580 0.873 7.89 <1e-15 

World Grounding 0.909 0.980 51.11 <1e-15 

Strategic Sophistication 0.651 0.903 10.32 <1e-15 

Total (mean of 4) 0.684 0.915 11.83 <1e-15 

 

C.6 Seed-Level Analysis 

Seeds have no significant effect on total scores (Kruskal-Wallis H = 1.42, p = 0.84, η² = 0.001); seed 

means span 3.63–3.70. This addresses the seed component of the scenario-cell bootstrap’s 

exchangeability assumption: seed assignment does not systematically inflate or deflate scores. It does not 

by itself validate exchangeability of the seed × objective cells, since the objective main effect is large 

(Section 5.2). 

 

Table 12. Mean total score by world seed (N=130 runs per seed). Kruskal-Wallis test confirms no 

significant seed effect (H=1.42, p=0.84). 

Seed 20260302 20260399 20260496 20260593 20260690 

Mean Total 3.66 3.69 3.63 3.70 3.64 
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C.7 Pairwise Dunn Screening, Full-Composite Scoring 

Table 13. Pairwise Dunn screening heatmap, full-composite scored total (−log10 BH-adjusted p-

value, exploratory), scenario-cell Dunn's test (n=10 cells per model). 23/78 pairs cross the 

descriptive p<0.05 screening threshold. Models ordered by full-composite scored total descending. 

 

C.8 Rubric Validation: Quartile Detail 

Full quantitative detail behind the face-validity summary in Section 4.3. 

 

Face validity. We reviewed a stratified sample of 48 transcripts across score quartiles for each dimension 

and confirmed face validity of all four scoring dimensions. Systematic quantitative analysis across all 650 

runs is consistent with the qualitative assessment, with a caveat: several of the telemetry variables below 

are components of, or close proxies for, the scoring formulas, so these correlations verify internal 

consistency of the scoring code rather than providing independent construct validation (Section 9). For 

World Grounding, rooms visited (ρ = 0.80, p < 10⁻¹⁰), valid action types (ρ = 0.77), and items collected (ρ 

= 0.77) increase monotonically across quartiles; bottom-quartile runs average 4 rooms visited versus 9 in 

the top quartile, with invalid actions falling from 10.4 per run to zero. For Goal Pursuit, success rate 

dominates (ρ = 0.81, p < 10⁻¹⁰), but the behavioral pathway matters: bottom-quartile runs produce more 

dialogue turns (17.6 mean) yet acquire fewer clues (0.2), while top-quartile runs achieve full success with 

6.0 mean dialogue turns and 1.1 clues. The dimension rewards targeted inquiry over unfocused volume. 

For Social Adaptation, NPC diversity increases across quartiles (Q1: 2.3 unique NPCs, Q4: 3.5; ρ = 0.43, 

p < 10⁻¹⁰) while dialogue volume decreases (Q1: 48% talk turns, Q4: 21%; ρ = −0.54, p < 10⁻¹⁰), 

confirming the dimension captures quality of social engagement rather than quantity. 

 

For Strategic Sophistication, spatial coverage (ρ = 0.48), item interaction (ρ = 0.37), and NPC diversity (ρ 

= 0.30) all increase Q1 to Q4, while dialogue fixation decreases (Q1: 24.5 mean talks, Q4: 6.9; ρ = 

−0.64). In all four dimensions, top-quartile transcripts exhibit the qualitative behaviors the dimension 

names imply, and bottom-quartile transcripts exhibit recognizable failure modes (spatial confusion, 

repetitive dialogue, unfocused probing, single-NPC fixation). This validation is preliminary: the 

qualitative review covered 48 transcripts (7.4% of runs) without structured inter-rater coding. 

C.9 Opening Action Archetypes 

The first five actions of each run reveal distinct behavioral signatures. Across 250 opening actions per 

model (50 runs × 5 actions), models cluster into three opener archetypes: 

1. Navigate-first (most frontier models): “go” dominates at ~100/250, followed by “take” or 

“examine”. GPT-5.4, Claude Haiku, and Claude Sonnet exemplify this pattern. 
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2. Examine-first (Qwen 3.5, Grok 4): “examine” rivals or exceeds “go” in opening actions. Grok 4 

shows 97/250 “examine” vs 101/250 “go”. Qwen 3.5 leads with 103/250 “examine”. 

3. Observe-first (OLMo 3.1): “look” dominates at 80/250, with “talk” at 60/250, the only model 

where passive observation outweighs navigation. This correlates with its exploration paralysis 

failures. 

 

The navigate-first pattern is associated with higher scores. Excluding OLMo to remove the floor effect, 

the navigate-first vs. examine-first comparison favors navigate-first: navigate-first runs (mean total 3.84, 

n=500) score higher than examine-first runs (mean total 3.64, n=100), and on the 120 scenario-cell means 

a Mann-Whitney comparison gives descriptive p = 0.010, r = 0.24 (reported exploratorily). The observe-

first group (mean total 1.93, n=50) consists entirely of OLMo 3.1 runs and reflects the floor model rather 

than a separable archetype; we report it for completeness but exclude it from cross-archetype comparison. 

The descriptive separation between navigate-first and examine-first is modest, and we make no causal 

claim about why: with archetype confounded with model identity, we cannot distinguish whether 

navigation-style openings drive higher scores or whether higher-scoring models happen to open with 

navigation. Examine-first runs are associated with lower Strategic Sophistication scores in this sample, 

but the same confound applies. Because archetype is effectively assigned at the model level, even the cell-

level comparison above overstates the effective sample size (the honest unit is closer to twelve models), 

and it should be read as a descriptive summary, not a test. 

C.10 Block-Aware Re-Analysis 

We treat the fifty runs per model as ten scenario blocks (five world seeds × two objectives) of five repeats 

each, evaluated identically across models. A one-way decomposition attributes 3.6% of aggregate-score 

variance to scenario and 63% to model; a random-intercept model (total ~ model + (1 | scenario)) places 

the scenario ICC at the zero boundary. Clustering is thus mild for the aggregate, and a Friedman test on 

the 10 × 13 block-mean matrix confirms that models differ after blocking (χ² = 71.5, p = 1.65 × 10⁻¹⁰), 

consistent with the pooled Kruskal–Wallis result; Kendall’s W = 0.60. 

 

We resample the ten scenarios with replacement, paired across models, and recompute every model’s 

mean and rank (10,000 iterations). Only the extremes are stable: GPT-5.4 holds rank 1 in 95% of 

resamples and OLMo 3.1 holds rank 13 in all of them. The eleven intervening models do not form a 

single band. The seven models from Claude Opus through Qwen 3.5 are an indistinguishable frontier 

clump (90% rank intervals all within [2, 9], and no adjacent pair separates with probability ≥ 0.85), while 

the lower tail is nearly ordered: GPT-5.3 Chat bridges the clumps ([6, 11]), and Mistral Large 3 ranks 

above DeepSeek V3.2, and V3.2 above Grok 4, in roughly 90% of resamples each (Figure 5). Instability 

is dimension-dependent: Strategic Sophistication carries the largest scenario-variance share (η² = 0.19) 

and rankings reorder across dimensions (e.g., Mistral Large is first on Goal Pursuit but tenth on the 

aggregate). 

 

Values use the paired block bootstrap in analysis_block_aware.py (seed 20260302); per-dimension tables 

are in the released code. 
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Figure 5. Reported aggregate rank (left) vs. paired block-bootstrap rank (median and 90% 

interval, right). GPT-5.4 and OLMo 3.1 are pinned. The middle resolves into an indistinguishable 

frontier clump (ranks 2–9) and a nearly ordered mid tail (ranks 9–12), bridged by GPT-5.3 Chat. 

 

C.11 Success Bonuses and Statistical Inference 

Success bonuses were set prior to the experiment (+0.20 Goal Pursuit, +0.15 Strategic Sophistication) as 

heuristic values that reward completion without letting binary success dominate: a model that succeeds 

with poor process scores below a model that fails narrowly with strong behavioral signals. Weights 

otherwise emphasize continuous behavioral signals over binary completion checks, which provide less 

discriminative information across models. All model-mean confidence intervals in this paper use a 

scenario-cell bootstrap whose exact algorithm, exchangeability assumptions, and reliability analysis (ICC) 

are specified in Appendix C.1; the design-relevant summary is that between-cell variance dominates 

within-cell variance for the total score (ICC(1,1) = 0.68; cell-mean ICC(1,5) = 0.92), so 5 repetitions per 

cell suffice for stable cell means (C.5 bounds what this does and does not certify) and Phase 2 budget is 

better spent on additional cells. Rank-stability analyses use the paired block bootstrap of Sections 5.5 and 

C.10 instead. 

 

Appendix D: Trust and Suspicion Update Rules 
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This appendix specifies the deterministic rules that translate a dialogue classifier signal into NPC trust 

and suspicion deltas. The rules are applied identically across all 13 models and all 650 runs, and 

reproduce exactly when executed against the reference implementation in 

mud_poc/state_machine_ablation.py (NPCState.apply_signal). 

D.1 Classifier Signal 

Each player utterance directed at an NPC is labeled by the dialogue classifier (Google Gemini 3.1 Flash 

Lite, temperature 0.0) with three fields: intent ∈ {praise, offer_gift, ask_help, ask_info, accusation, threat, 

rude, deceptive, neutral}; sentiment ∈ {−3, −2, −1, 0, +1, +2, +3}; direct_objective_probe ∈ {false, true}. 

If the classifier returns malformed output or is unreachable, a keyword fallback produces a signal with 

reduced confidence (0.55). The fallback uses a fixed intent → sentiment mapping (see Table 14) and a 

curated probe term list (marked, broker, allegiance, loyal, sympathies, suspect, traitor, and similar). 

 

D.2 Update Formula 

Let s = sentiment, Tᵢ(intent) = intent trust adjustment, Sᵢ(intent) = intent suspicion adjustment, and P = 2 if 

direct_objective_probe else 0. Then: trust_delta = s + Tᵢ(intent); suspicion_delta = Sᵢ(intent) + P; trust ← 

clamp(trust + trust_delta, 0, 100); suspicion ← clamp(suspicion + suspicion_delta, 0, 100). The probe 

modifier is additive and independent of intent: a neutral question that merely names the objective still 

raises suspicion by 2. 

D.3 Intent Adjustment Table 

Table 14. Per-intent adjustments applied on top of the classifier sentiment. The final column shows 

the sentiment assigned by the keyword fallback when the LLM classifier is unavailable; the LLM itself 

may return any integer in [−3, +3]. 

Intent Intent trust adj. Tᵢ Intent suspicion adj. Sᵢ Fallback sentiment s 

praise 0 0 +2 

offer_gift +2 0 +2 

ask_help 0 0 +1 

ask_info 0 0 0 

neutral 0 0 0 

deceptive −1 +1 −1 

rude −1 +2 −2 

accusation −1 +2 −2 

threat −1 +2 −3 

D.4 Net Per-Utterance Deltas (Fallback Sentiment) 

Table 15. Combined trust and suspicion deltas when the keyword fallback sentiment is applied, 

broken out by probe flag. LLM-generated sentiments within the allowed range shift the trust column by 

the same offset without altering the suspicion column. 

Intent Trust Δ (probe=F) Suspicion Δ 

(probe=F) 

Trust Δ (probe=T) Suspicion Δ 

(probe=T) 

praise +2 0 +2 +2 

offer_gift +4 0 +4 +2 

ask_help +1 0 +1 +2 

ask_info 0 0 0 +2 



CrucibleBench – Behavioral Differentiation of Frontier LLMs 

CrucibleBench – Page 37 

Intent Trust Δ (probe=F) Suspicion Δ 

(probe=F) 

Trust Δ (probe=T) Suspicion Δ 

(probe=T) 

neutral 0 0 0 +2 

deceptive −2 +1 −2 +3 

rude −3 +2 −3 +4 

accusation −3 +2 −3 +4 

threat −4 +2 −4 +4 

D.5 Gift-Exchange Override 

The give <item> to <npc> command applies trust +3 and suspicion −1 directly, bypassing the classifier. 

This is the only non-dialogue pathway that alters trust or suspicion, and it additionally awards +1 to the 

targeted NPC's suspect score (applied in all runs, though only the identify_marked_contact completion 

check reads it; D.5b). 

D.5b Suspect Scores and Identification Completion 

Each NPC carries a hidden suspect score, initialized to zero and never shown to the model. Two events 

increment it: a probe-flagged talk turn adds +2 to the targeted NPC, plus a further +3 when that NPC is 

the marked contact; a completed gift adds +1. The differential probe increment is a deliberate design 

choice: sustained investigation of the correct NPC raises its ranking faster than equivalent probing of 

innocents. identify_marked_contact completes only when four conditions hold simultaneously: at least 

four probe-flagged turns, at least one clue, a strictly unique maximum suspect score greater than zero, and 

that maximum belonging to the marked contact. Because the probe-count condition and most suspect 

increments ride on classifier probe flags, the identification success criterion is necessarily classifier-

mediated, though not wholly so: gift increments and the sealed-letter clue path are classifier-free (Section 

3.3). Clues have two sources: probe disclosure at the marked contact (D.6) and opening the sealed_letter 

item via use. 

D.6 Observable Conditioning 

Before deltas are applied, the NPC's opening line is gated on the pre-turn state, giving the model visible 

feedback on its social trajectory: suspicion ≥ 70 yields clipped replies and a closed posture; suspicion ≥ 

50 yields an uneasy tone with baseline description; trust ≥ 70 yields visible ease with baseline description; 

trust ≥ 55 yields baseline description with no modifier; otherwise the NPC is guarded but civil with 

baseline description. 

 

Direct probes disclose an investigation hint only when the targeted NPC is the marked contact 

(alignment_marked = true) and current trust ≥ 35. When suspicion ≥ 50 a probe elicits an explicit refusal; 

otherwise, the NPC deflects without revealing information. The conditions are evaluated in order: 

disclosure is checked first, so a marked contact with trust ≥ 35 discloses even when suspicion ≥ 50; the 

refusal branch applies only when disclosure fails. Both probe conditions, like the opening line, are 

evaluated against the pre-turn state: the utterance’s own deltas are applied after the disclosure check. 

Successful disclosure increments the per-run clue counter, which the identify_marked_contact objective 

requires to reach at least one. 

D.7 Verification 

Table 16. Representative utterances classified by the keyword fallback, together with the trust and 

suspicion deltas produced by NPCState.apply_signal from a canonical starting state of (trust = 50, 

suspicion = 30). These rows were generated by running the reference implementation; they match the 

rules in D.2–D.4 exactly. 
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Utterance Intent Sentiment Probe Trust Δ Suspicion Δ 

“thank you, 

good sir” 

praise +2 F +2 0 

“Here, take this 

coin for your 

trouble.” 

offer_gift +2 F +4 0 

“Please help me, 

can you escort 

me home?” 

ask_help +1 F +1 0 

“What time 

does the market 

open?” 

ask_info 0 F 0 0 

“Hello.” neutral 0 F 0 0 

“You coward.” rude −2 F −3 +2 

“Do as I say or 

else.” 

threat −3 F −4 +2 

“Who is the 

traitor here?” 

accusation −2 T −3 +4 

“Tell me about 

your broker 

contact.” 

neutral 0 T 0 +2 

Appendix E: Billing Reconciliation and Provider Detail 

Cost data derive from the OpenRouter activity log (43,372 rows, exported March 11, 2026). Rows were 

classified as run2_keep (27,883), classifier (6,962), or discard (8,527 rows from discarded calibration 

attempts) by matching token-count fingerprints against the 650 scored run JSONs. Fingerprint matching 

is not collision-free, so we quantify its ambiguity: 97.9% of run2_keep rows (27,293 of 27,883) carry a 

(model, prompt-token, completion-token) fingerprint that occurs among no same-model discarded row, 

and the 590 colliding rows total $1.03, bounding the worst-case cost misallocation between kept and 

discarded calls at about 1% of model spend. 

 

Per-model row counts agree exactly with the per-turn usage records in the run JSONs for ten of thirteen 

models and to within ±1 call for the remainder (27,883 billed rows vs. 27,884 logged turns), consistent 

with occasional provider-side retries. The three turn denominators reconcile exactly: the run JSONs log 

27,884 turns, of which 5 were served by API-error fallbacks producing no model output; Section 11’s 

parse-reliability denominator (27,879) excludes those five, and the billing log retains 27,883 rows. 

Classifier rows are identified by model slug: all 8,284 Gemini Flash Lite rows in the log are classifier 

calls, of which the 6,962 tied to scored Run 2 turns are counted here; the remaining 1,322 belong to the 

discarded calibration attempts, whose timestamps interleave with the first hours of Run 2. 

 

The classifier consumed 6,962 calls at $0.74 total. Latency figures throughout the paper reflect the 

provider routing mix observed during the experiment and should not be interpreted as intrinsic model 

latency. 



CrucibleBench – Behavioral Differentiation of Frontier LLMs 

CrucibleBench – Page 39 

References 

Agapiou, J. P., Vezhnevets, A. S., Duéñez-Guzmán, E. A., Matyas, J., Mao, Y., Sunehag, P., Köster, R., 

Madhushani, U., Kopparapu, K., Comanescu, R., Strouse, D. J., Johanson, M. B., Singh, S., Haas, J., 

Mordatch, I., Mobbs, D., and Leibo, J. Z. (2023). Melting Pot 2.0. arXiv:2211.13746. 

Backlund, A., and Petersson, L. (2025). Vending-Bench: A Benchmark for Long-Term Coherence of 

Autonomous Agents. arXiv:2502.15840. 

 

Côté, M.-A., Kádár, Á., Yuan, X., Kybartas, B., Barnes, T., Fine, E., Moore, J., Hausknecht, M., El Asri, 

L., Adada, M., Tay, W., and Trischler, A. (2019). TextWorld: A Learning Environment for Text-Based 

Games. In Computer Games (CGW 2018), Communications in Computer and Information Science, vol. 

1017, pp. 41-75. Springer. arXiv:1806.11532. 

 

de Chezelles, T. L. S., Gasse, M., Lacoste, A., Caccia, M., Drouin, A., Boisvert, L., Thakkar, M., Marty, 

T., Assouel, R., Shayegan, S. O., Jang, L. K., Lù, X. H., Yoran, O., Kong, D., Xu, F. F., Reddy, S., 

Neubig, G., Cappart, Q., Salakhutdinov, R., and Chapados, N. (2025). The BrowserGym Ecosystem for 

Web Agent Research. Transactions on Machine Learning Research. 

 

Drouin, A., Gasse, M., Caccia, M., Laradji, I. H., Del Verme, M., Marty, T., Boisvert, L., Thakkar, M., 

Cappart, Q., Vazquez, D., Chapados, N., and Lacoste, A. (2024). WorkArena: How Capable Are Web 

Agents at Solving Common Knowledge Work Tasks? In Proceedings of the 41st International 

Conference on Machine Learning (ICML 2024). 

 

Hendrycks, D., Mazeika, M., Zou, A., Patel, S., Zhu, C., Navarro, J., Song, D., Li, B., and Steinhardt, J. 

(2021). What Would Jiminy Cricket Do? Towards Agents That Behave Morally. In NeurIPS Datasets 

and Benchmarks Track. arXiv:2110.13136. 

 

Leibo, J. Z., Duéñez-Guzmán, E. A., Vezhnevets, A. S., Agapiou, J. P., Sunehag, P., Koster, R., Matyas, 

J., Beattie, C., Mordatch, I., and Graepel, T. (2021). Scalable Evaluation of Multi-Agent Reinforcement 

Learning with Melting Pot. In Proceedings of the 38th International Conference on Machine Learning 

(ICML 2021), PMLR 139:6187-6199. arXiv:2107.06857. 

 

Light, J., Cai, M., Shen, S., and Hu, Z. (2023). AvalonBench: Evaluating LLMs Playing the Game of 

Avalon. In NeurIPS 2023 Foundation Models for Decision Making Workshop. arXiv:2310.05036. 

 

Liu, X., Yu, H., Zhang, H., Xu, Y., Lei, X., Lai, H., Gu, Y., Ding, H., Men, K., Yang, K., et al. (2024). 

AgentBench: Evaluating LLMs as Agents. In The Twelfth International Conference on Learning 

Representations (ICLR 2024). arXiv:2308.03688. 

 

Liu, Y., Iter, D., Xu, Y., Wang, S., Xu, R., and Zhu, C. (2023). G-Eval: NLG Evaluation using GPT-4 

with Better Human Alignment. In Proceedings of the 2023 Conference on Empirical Methods in Natural 

Language Processing (EMNLP 2023). arXiv:2303.16634. 

 

Meta Fundamental AI Research Diplomacy Team (FAIR), Bakhtin, A., Brown, N., Dinan, E., Farina, G., 

Flaherty, C., Fried, D., Goff, A., Gray, J., Hu, H., et al. (2022). Human-level play in the game of 

Diplomacy by combining language models with strategic reasoning. Science, 378(6624), 1067-1074. 

 

Olson, M. L., Ratzlaff, N., Hinck, M., Nguyen, T., Lal, V., Campbell, J., Stepputtis, S., and Tseng, S.-Y. 

(2026). LieCraft: A Multi-Agent Framework for Evaluating Deceptive Capabilities in Language Models. 

arXiv:2603.06874. 

 



CrucibleBench – Behavioral Differentiation of Frontier LLMs 

CrucibleBench – Page 40 

Panickssery, A., Bowman, S. R., and Feng, S. (2024). LLM Evaluators Recognize and Favor Their Own 

Generations. In Advances in Neural Information Processing Systems (NeurIPS 2024). arXiv:2404.13076.  

 

Paglieri, D., Cupiał, B., Coward, S., Piterbarg, U., Wołczyk, M., Khan, A., Pignatelli, E., Kuciński, Ł., 

Pinto, L., Fergus, R., Foerster, J. N., Parker-Holder, J., and Rocktäschel, T. (2025). BALROG: 

Benchmarking Agentic LLM and VLM Reasoning On Games. In The Thirteenth International 

Conference on Learning Representations (ICLR 2025). arXiv:2411.13543. 

 

Pan, A., Chan, J. S., Zou, A., Li, N., Basart, S., Woodside, T., Ng, J., Zhang, H., Emmons, S., and 

Hendrycks, D. (2023). Do the Rewards Justify the Means? Measuring Trade-Offs Between Rewards and 

Ethical Behavior in the MACHIAVELLI Benchmark. In International Conference on Machine Learning 

(ICML 2023). arXiv:2304.03279. 

 

Park, J. S., O'Brien, J. C., Cai, C. J., Morris, M. R., Liang, P., and Bernstein, M. S. (2023). Generative 

Agents: Interactive Simulacra of Human Behavior. In Proceedings of the 36th Annual ACM Symposium 

on User Interface Software and Technology (UIST '23), pp. 1-22. ACM. arXiv:2304.03442. 

 

Phan, L., Mazeika, M., Zou, A., and Hendrycks, D. (2025). TextQuests: How Good are LLMs at Text-

Based Video Games? arXiv:2507.23701. 

 

Rabanser, S., Kapoor, S., Kirgis, P., Liu, K., Utpala, S., and Narayanan, A. (2026). Towards a Science of 

AI Agent Reliability. arXiv:2602.16666. 

 

Tur, A. D., Meade, N., Lù, X. H., Zambrano, A., Patel, A., Durmus, E., Gella, S., Stańczak, K., and 

Reddy, S. (2025). SafeArena: Evaluating the Safety of Autonomous Web Agents. In Proceedings of the 

42nd International Conference on Machine Learning (ICML 2025), PMLR 267:60404-60441. 

arXiv:2503.04957. 

 

Vezhnevets, A. S., Agapiou, J. P., Aharon, A., Ziv, R., Matyas, J., Duéñez-Guzmán, E. A., Cunningham, 

W. A., Osindero, S., Karmon, D., and Leibo, J. Z. (2023). Generative Agent-Based Modeling with 

Actions Grounded in Physical, Social, or Digital Space Using Concordia. arXiv:2312.03664. 

 

Xie, T., Zhang, D., Chen, J., Li, X., Zhao, S., Cao, R., Hua, T. J., Cheng, Z., Shin, D., Lei, F., Liu, Y., Xu, 

Y., Zhou, S., Saunders, S., Li, C., Yue, S., Wen, Y., Chi, E. A., Kumar, S., Su, H., and Yu, T. (2024). 

OSWorld: Benchmarking Multimodal Agents for Open-Ended Tasks in Real Computer Environments. In 

Advances in Neural Information Processing Systems (NeurIPS 2024). arXiv:2404.07972. 

 

Xu, Y., Wang, S., Li, P., Luo, F., Wang, X., Liu, W., and Liu, Y. (2023). Exploring Large Language 

Models for Communication Games: An Empirical Study on Werewolf. arXiv:2309.04658. 

 

Yao, S., Shinn, N., Razavi, P., and Narasimhan, K. (2024). τ-bench: A Benchmark for Tool-Agent-User 

Interaction in Real-World Domains. arXiv:2406.12045. 

 

Zheng, L., Chiang, W.-L., Sheng, Y., Zhuang, S., Wu, Z., Zhuang, Y., Lin, Z., Li, Z., Li, D., Xing, E. P., 

Zhang, H., Gonzalez, J. E., and Stoica, I. (2023). Judging LLM-as-a-Judge with MT-Bench and Chatbot 

Arena. In Advances in Neural Information Processing Systems (NeurIPS 2023), Datasets and 

Benchmarks Track. arXiv:2306.05685. 

 

Zhou, S., Xu, F. F., Zhu, H., Zhou, X., Lo, R., Sridhar, A., Cheng, X., Ou, T., Bisk, Y., Fried, D., 

Agrawala, A., and Neubig, G. (2024). WebArena: A Realistic Web Environment for Building 



CrucibleBench – Behavioral Differentiation of Frontier LLMs 

CrucibleBench – Page 41 

Autonomous Agents. In The Twelfth International Conference on Learning Representations (ICLR 2024). 

arXiv:2307.13854. 

 

Zhou, X., Zhu, H., Mathur, L., Zhang, R., Yu, H., Qi, Z., Morency, L.-P., Bisk, Y., Fried, D., Neubig, G., 

and Sap, M. (2024). SOTOPIA: Interactive Evaluation for Social Intelligence in Language Agents. In The 

Twelfth International Conference on Learning Representations (ICLR 2024). arXiv:2310.11667. 

 


